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Abstract

Matrices that can be factored into a product of two simpler matrices can
serve as a useful and often natural model in the analysis of tabulated or high-
dimensional data. Models based on matrix factorization (Factor Analysis,
PCA) have been extensively used in statistical analysis and machine learning
for over a century, with many new formulations and models suggested in re-
centyears (Latent Semantic Indexing, Aspect Models, Probabilistic PCA, Ex-
ponential PCA, Non-Negative Matrix Factorization and others). In this thesis
we address several issues related to learning with matrix factorizations: we
study the asymptotic behavior and generalization ability of existing methods,
suggest new optimization methods, and present a novel maximum-margin
high-dimensional matrix factorization formulation.
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Chapter 1

Introduction

Factor models are often natural in the analysis of many kinds of tabulated
data. This includes user preferences over a list of items (e.g. Section 5.1),
microarray (gene expression) measurements (e.g. [4]), and collections of
documents (e.g. [24]) or images (e.g. [52]). The underlying premise of
such models is that important aspects of the data can be captured via a low-
dimensional, or otherwise constrained, representation.

Consider, for example, a dataset of user preferences for movies. Such a
data set can be viewed as a table, or matrix, with users corresponding to rows
and movies to columns. The matrix entries specify how much each user likes
each movie, i.e. the users’ movie ratings.

The premise behind a factor model in this case is that there is only a small
number offactorsinfluencing the preferences, and that a user’s preference
vector is determined by how each factor applies to that user. In a linear factor
model, each factor is a preference vector, and a user’s preferences correspond
to a linear combination of these factor vectors, with user-specific coefficients.
These coefficients form a low-dimensional representation for the user.

Tabulated and viewed as a matrix, the preferences are modeled as the
product of two smaller matrices: the matrix of per-user coefficients and the
matrix of per-movie factors. Learning such a factor structure from the data
amounts tdfactorizingthe data matrix into two smaller matrices, or in the
more likely case that this is impossible, finding a factorization that fits the
data matrix well.

The factorization, or reduced (low dimensional) representation for each
row (e.g. user), may be useful in several different ways:

Signal reconstruction The reduced representation, i.e. the per-row coeffi-
cients, may correspond to some hidden signal or process that is ob-
served indirectly. Factor analysis was developed primarily for analyz-
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ing psychometric data: reconstructing the underlying characteristics of
people that determine their observed answers to a series of questions.
A more modern application can be found in gene expression analysis
(e.g. [4]), where one aims at reconstructing cellular processes and con-
ditions based on observed gene expression levels.

Lossy compressionTraditional applications of Principal Component Analy-
sis (PCA, see below) use the low-dimensional representation as a more
compact representation that still contains most of the important infor-
mation in the original high-dimensional input representation. Working
with the reduced representation can reduce memory requirements, and
more importantly, significantly reduce computational costs when the
computational cost scales, e.g. exponentially, with the dimensionality.

Understanding structure Matrix factorization is often used in an unsuper-
vised learning setting in order to model structure, e.g. in a corpus of
documents or images. Each item in the corpus (document / image)
corresponds to a row in the matrix, and columns correspond to item
features (word appearances / pixel color levels). Matrix factorization
is then used to understand the relationship between items in the corpus
and the major modes of variation.

Prediction If the data matrix is only partially observed (e.g. not all users
rated, or saw, all movies), matrix factorization can be used to predict
unobserved entries (e.g. ratings).

Different applications of matrix factorization differ in the constraints that
are sometimes imposed on the factorization, and in the measure of discrep-
ancy between the factorization and the actual data (i.e. in the sense in which
the factorization is required to “fit” the data).

If the factor matrices are unconstrained, the matrices which can be fac-
tored to two smaller matrices are exactly those matrices of rank bounded by
the number of factors. Approximating a data matrix by an unconstrained fac-
torization is equivalent to approximating the matrix by a low-rank matrix.

The most common form of matrix factorization is finding a low-rank
approximation (unconstrained factorization) to a fully observed data matrix
minimizing the sum-squared difference to it. Assuming the columns in the
matrix are all zero mean (or correcting for this), this is known as Principal
Component Analysis (PCA), as the factors represent the principal directions
of variation in the data. Such a low-rank approximation is given in closed
form in terms of the singular value decomposition (SVD) of the data matrix.
The SVD essentially represents the eigenvalues and eigenvectors of the em-
pirical covariance matrix of the rows, and of the columns, of the data matrix.

13



In many situations it is appropriate to consider other loss functions (e.g. when
the targets are non-numerical, or corresponding to specific probabilistic mod-
els), or to impose constraints on the factorization (e.g. non-negativity [52] or
sparsity). Such constraints can allow us to learn more factors, and can also be
used to disambiguate the factors. Another frequent complication is that only
some of the entries in the data matrix might be observed.

In this thesis we study various such generalizations. We study the problem
of learning the factorizations, analyze how well we can learn them, and how
they can be used for machine learning tasks.

We begin in Chapter 2 with a more thorough discussion of the various
formulations of matrix factorization and the probabilistic models they corre-
spond to.

In Chapter 3, we study the problem fifiding a low-rank approxima-
tion subject to various measures of discrepancy. We focus on studying the
resulting optimization problem: minimizing the discrepancy subject to low-
rank constraints. We show that, unlike the sum-squared error, other measures
of discrepancy lead to difficult optimization problems with non-global lo-
cal minima. We discuss local-search optimization approaches, mostly based
on minimizing theweightedsum-squared error (an interesting, and difficult,
problem on its own right).

In Chapter 4 we aim at understanding the statistical properties of linear
dimensionality reduction. We present a general statistical model for dimen-
sionality reduction, and analyze the consistency of linear dimensionality re-
duction under various structural assumptions.

In Chapter 5 we focus on a specific learning task, namely collaborative fil-
tering. We view this as completing unobserved entries in a partially observed
matrix. We see how matrix factorization can be used to tackle the problem,
and develop a novel approach, Maximum-Margin Matrix Factorization, with
ties to current ideas in statistical machine learning.

In Chapter 6 we continue studying collaborative filtering, and present
probabilistic post-hoc generalization error bounds for predicting entries in
a partially observed data matrix. These are the first bounds of this type ex-
plicitly for collaborative filtering settings. We present bounds for prediction
both using low-rank factorizations and using Maximum-Margin Matrix Fac-
torization.

14



Notation

Throughout the thesis, we use uppercase letters to denote matrices, and low-
ercase letters for vectors and scalars. We use bold type to indicate random
guantities, and plain roman type to indicate observed, or deterministic, quan-
tities. The indexesand; are used to indesowsof the factored matrices and

a andb to indexcolumns We useX; to refer to theith row of matrix X, but

often treat it as a column vector. We uXg, to refer to theath column. The

table below summarizes some of the notation used in the thesis.

|| The Euclidean ) norm of vectorz: |z| = />, z2.

|z|, | The Ly norm of vectorz: |z|_ = max, |24|.

|z], The L; norm of vectorz: |z|, = > |z,].
| X|lero | The Frobenius norm of matriX: || X ||z, = />0 X

The spectral, of., operator norm of matriXX', equal to the largest sin

12| gutar value ofx: | X |, = max|,_; | Xul.
z’, X’ | Matrix or vector transposition
X ® Y | The element-wise product of two matricés ® Y);, = X;4 Yia-
X o Y | The matrix inner product of two matriceX ¢ ¥ = tr X' Y.
X0 The square matri¥ is positive semi-definite (all eigenvalues are ng

negative).

Table 1.1: Linear algebra notation used in the thesis
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Chapter 2

Matrix Factorization Models
and Formulations

In this chapter we introduce the basic framework, models and terminology
that are referred to throughout the thesis. We begin with a fairly direct state-
ment of matrix factorization with different loss functions, mostly derived
from probabilistic models on the relationship between the observations and
the low-rank matrix (Section 2.1). In the remainder of the Chapter we dis-
cuss how these models, or slight variations of them, can arise from different
modeling starting points and assumptions. We also relate the models that we
study to other matrix factorization models suggested in the literature.

Here, and throughout the thesis, we focus on factorizations with respect to
the standard matrix product. That is, a representation of a matrix as a (stan-
dard matrix) product of two (simpler) matrices. Other representations can
also be thought of as factorizations with respect to other product operations.
These include factorizations with respect to the Kronecker product [82] and
“plaid models” [49].

2.1 Low Rank Approximations

Consider tabulated data, organized in the observed miatexR™* ™, which
we seek to approximate by a product of two matritds’, U € R"**, V ¢
R™**_ Considering the rows of as data vector¥;, each such data vector
is approximated by a linear combinatiéhl’’ of the the rows of’’, and we
can think of the rows of/’ asfactors and the entries df/ as coefficients of
the linear combinations. Viewed geometrically, the data vedtfprs R™ are
approximated by &-dimensional linear subspace—the row subspadé’of

16



This view is of course symmetric, and the column&ofan be viewed as
linear combinations of the columns &f. We will refer to bothU andV as
factor matrices

If the factor matriced/ and V' are unconstrained, the matrices which
can be exactly factored a& = UV’ are those matrices of rank at most
k. Approximating a matriXxt” by an unconstrained factorization is therefore
equivalent to approximating it by a rarkmatrixt.

An issue left ambiguous in the above discussion is the notion of “approx-
imating” the data matrix. In what sense do we want to approximate the data?
What is the measure of discrepancy between the Hatand the modelX,
that we want to minimize? Can this “approximation” be seen as fitting some
probabilistic model?

2.1.1 Sum Squared Error

The most common, and in many ways simplest, measure of discrepancy is the
sum-squared error, or the Frobenius distance (Frobenius norm of the differ-
ence) betweeX andY':

1Y = X[If = (Via — Xia)? 2.1)

ia

We refer to the rank- matrix X minimizing the Frobenius distance 16 as
the Frobenius low-rank approximation.

In “Principal Component Analysis” (PCA) [47], an additional additive
mean term is also allowed. That is, a data makfix R™*™ is approximated
by a rankk matrix X € R™*™ and a row vectop, € R™, so as to minimize
the Frobenius distance:

> (Via = (Xia + p1a)) 2.2)

ia

The low-rank matrixX captures the principal directions of variation of the
rows of Y from the mean row.. In fact, it can be seen as tledimensional
projection of the data that retains the greatest amount of variation.

Allowing a mean row term is usually straightforward. To simplify presen-
tation, in this thesis we study homogeneous low-rank approximations, with
no separate mean row term. Note also that by introducing a mean term, the
problem is no longer symmetric, as rows and columns are treated differently.

In terms of a probabilistic model, minimizing the Frobenius distance can
be seen as maximum likelihood estimation in the presence of additive i.i.d. Gaus-
sian noise with fixed variance. If we assume that we observe a random matrix

1In this Thesis, “ranke matrices” refers to matrices of raik mostk

17



generated as
Y=X+1Z (2.3)

whereX is a rankk matrix, andZ is a matrix of i.i.d. zero-mean Gaussians
with constant variance?, then the log-likelihood ofX given the observation
Y is:

_ __nm 2 (Yia — Xia)?

—2%2 Y — X||go + Const (2.4)
Maximizing the likelihood ofX is equivalent to minimizing the Frobenius
distance.

In Section 4.2 we discuss how minimizing the Frobenius distance is ap-
propriate also under more general assumptions.

The popularity of using the Frobenius low-rank approximation is due, to
a great extent, to the simplicity of computing it. The Frobenius low-rank
approximation is given by thi leading “components” of the singular value
decompositiorY”. This well-known fact is reviewed in Section 3.1.

As discussed in the remainder of Chapter 3, finding low-rank approxima-
tions that minimize other measures of discrepancy is not as easy. Neverthe-
less, the Gaussian noise model is not always appropriate, and other measures
of discrepancy should be considered.

2.1.2 Non-Gaussian Conditional Models

Minimizing the Frobenius distance between a low-rank maifixand the
data matrixY corresponds to a probabilistic model in which each enfry
is seen as a single observation of a random variahle= X;, + Z;,, where
Zi. ~ N(0,0?)is zero-mean Gaussian error with fixed varianéeThis can
be viewed as specifying the conditional distributionYofX, with Y, |X;,

following a Gaussian distribution with mea¥),, and some fixed varianee?,

independently for entrie§, a) in the random matrixy.

Other models on the conditional distributidfy, | X;, might be appropri-
ate [34]. Such models are essentially specified by a single-parametric family
of distributionsp(y; x).

A special class of conditional distributions are those that arise from ad-
ditive, but not necessarily Gaussian, noise models, whgre= X;, + Z;,,
andZ;, are independent and follow a fixed distribution. We refer to these
as “additive noise models”, and they receive special attention in some of our
studies.

18



Itis often appropriate to depart from an additive noise modek X +7Z,
with Z independent of{. This is the case, for example, when the noise is
multiplicative, or when the observations in are discrete.

Logistic Low Rank Approximation

For example, consider modeling an observed classification matrix of binary
labels. It is possible to use standard low-rank approximation techniques by
embedding the labels as real values (such as zero-ch¢)@nd minimizing

the quadratic loss, but the underlying probabilistic assumption of a Gaussian
model is inappropriate. Seeking an appropriate probabilistic model, a natural
choice is a logistic model parameterized by a low-rank matfixe ">,

such thatPr (Y;, = +1]Xi.) = g(Xia) independently for eacku, whereg

is the logistic functiony(z) = 171=. One then seeks a low-rank matrix
maximizing the likelihoodPr (Y = Y|X). Such low-rank logistic models
were recently studied by Scheah al[67].

Exponential PCA

Logistic low-rank approximation is only one instance of a general approach
studied by Collin®t a[20] as “Exponential-PCA’. These are models in which
the conditional distribution ;, | X;, form an exponential family of distribu-
tions, with X;, being the natural parameters.

Definition 1 (Exponential Family of Distributions). A family of distribu-

tions p(y; ), parametrized by a vector € R?, is an exponential family,

with z being thenatural parameter§ the distributions (either the density for

continuousy or the probability mass for discretg) can be be written as:
ply; ) = eXa a2t F@)+G()

for some real-valuedeaturesg, and real-valued functiong” and G. The

mean parameterizatiad the distributions family is given hy(z) = E [¢(y)|z].

In this thesis, we will usually refer to exponential families of distributions
of random vectory € R™, where the features are simply the coordinates of
the vectorsp, (y) = ;.

In Exponential-PCA the distribution¥;, | X;, form a single-parametric
exponential family of distributions of (one dimensional) random variables
Y., where the single parameter fif;, is given byX;,. That is:

P(Yig| Xig) = e¥io Xt F (Xia) +G(Yia) (2.5)

for some real-valued functions andG.
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Other than logistic low-rank approximation, other examples of exponen-
tial PCA include binomial and geometric conditional distributions. The Gaus-
sian additive noise model can also be viewed as an exponential family, and it
is the only conditional model which both corresponds to additive noise, and
forms an exponential family.

Gous [35] also discusses exponential conditional models, viewed as se-
lecting a linear subspace in the manifold of natural parameters for data-row
distributions.

2.1.3 Other Loss Functions

So far, we have considered maximum likelihood estimation, and accordingly
discrepancies that correspond to the negative log-likelihood of each entry in
X:
D(X;Y) =) 10sYXiq; Yia)
ia (26)
losg(z;y) = —log Pr (y|z),

up to scaling and constant additive terms. Departing from maximum like-
lihood estimation, it is sometimes desirable to discuss the measure of loss
directly, without deriving it from a probabilistic model. For example, when
the observations irY” are binary class labels, instead of assuming a logistic,
or other, probabilistic model, loss functions commonly used for standard clas-
sifications tasks might be appropriate. These include, for example a zero/one-
sign loss, matching positive labels with positive entrieXin

0 ifzy>0

) 2.7)
1 otherwise

losg(z;y) = {

or convex loss functions such as the hinge loss often used in SVMs:

0 if zy > 1

. (2.8)
1—zy otherwise

losg(z;y) = {

2.1.4 Constrained Factorizations

We have so far referred only tmconstrainednatrix factorizations, wheré&

and V are allowed to vary over all matricesRi*** andR™** respectively,

and soX = UV’ is limited only by its rank. It is sometimes appropriate

to constrain the factor matrices. This might be necessary to match the inter-
pretation of the factor matrices (e.g. as specifying probability distributions,
see Section 2.3.1) or in order to reduce the complexity of the model, and
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allow identification of more factors. Imposing constraints on the factor ma-
trices can also remove the degrees of freedom on the factoriz&tignof a
reconstructedy, and aid in interpretation.

Lee and Seung studied various constraints on the factor matrices includ-
ing non-negativity constraints (Non-Negative Matrix Factorization [52]) and
stochasticity constraints [50]. For a discussion of various non-negativity and
stochasticity constraints, and the relationships between them, see Barnett's
work [9].

2.2 Viewing the Matrix as an I.1.D. Sample

In the probabilistic view of the previous section, we regarded the entire matrix
X as parameters, and estimated them according to a single obser¥atibn
the random matrixy. The number of parameters is linear in the data, and
even with more data, we cannot hope to estimate the parameters (entries in
X) beyond a fixed precision. What vean estimate with more data rows is
the rankk row-space ofX .

Here, we discuss probabilistic views in which the mafrids taken to be
a sample of i.i.d. observations of a random vegtoiThat is, each row; of
Y is an independent observation of the random vegtor

Focusing on a Gaussian additive noise model, the random vgci®r
modeled as

y=x+2 (2.9)

wherex is the low-rank “signal”, to which Gaussian white noise- A/ (0, 0%1,,,)
is added. The main assumption here is that the sigraicupies only &:-
dimensional subspace B&™. In other words, we can write = uV’, where
V' € RF*™ spans the support subspacexpfindu is ak-dimensional ran-
dom vector. The model (2.9) can thus be written as:

y=uV'+z (2.10)

whereu € RF and V'’ € RF*™,

In the previous section, we treatedas parameters, with a separate pa-
rameter vecton (a row of U) for each observed row of Y. Here, we
treatu as a random vector. A key issue is what assumptions are made on the
distribution ofu.

2.2.1 Probabilistic Principal Component Analysis

Imposing a fixed, or possibly parametric, distributionwgields a standard
parametric model foyy. The most natural choice is to assuméollows
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a k-dimensional Gaussian distribution [79]. This choice yields a Gaussian
distribution forx, with a rank% covariance matrix. Note that without loss
of generality, we can assume~ N (0, I1,), as the covariance matrix can be
subsumed in the choice df. Asz ~ N(0,02%1,,), the observed random
vectory also follows a Gaussian distribution:

y ~ N (O, VV' 4+ 021,0). (2.11)

This is, then, a fully parametric model, where the parameters are thesrank-
matrix V'V’ and the noise covarianeé. Using this view, low-rank approxi-
mation becomes a standard problem of estimating parameters of a distribution
given independent repeated observations. Interestingly, whettisiknown
or unknown, maximum likelihood estimation of the parameters agrees with
Frobenius low-rank estimation (i.e. PCA) [79]: the maximum likelihood esti-
mator of V'V’ under model (2.11) is the “covariancé’X’ X whereX is the
Frobenius low-rank approximation.
We again note that in PCA, and Probabilistic-PCA [79], a mean row-

vectory € R™ is usually also allowed. The random vectors still taken to
be a unit-variance zero mean Gaussiar N (0, I;), butx has a non-zero
mean,

x=uV'+ pu~N(uVV'), (2.12)

yielding
y ~N(p, VV' +0°1,,) (2.13)

wherey € R™ is a parameter vector.

2.2.2 A Non-Parametric Model

The above analysis makes a significant additional assumption beyond those
of Section 2.1—we assume a very specific form on the distribution of the
“signal” x, namely that it is Gaussian. This assumption is not necessary. A
more general view, imposing less assumptions, is to consider the model (2.10)
whereu is a random vector that can follow any distribution. Considering the
distribution overu as unconstrained, non-parametric nuisance, the maximum
likelihood estimator of Section 2.1 can be seen as a maximum likelihood
estimator for the “signal subspacé&—the k-dimensional subspace R™
that spans the support af The model class is non-parametric, yet we still
desire, and are able, to estimate this parametric aspect of the model.

The discussion in this section so far refers to a Gaussian additive condi-
tional model, but applies equally well to other conditional models.

The difference between this view and that of Section 2.1, is that here the
rows of Y are viewed as i.i.d. observations, and the estimation is of a finite
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number of parameters. We can therefore discuss the behavior of the estimator
when the sample size (number of rows}i) increases.

It is important to note that what we are estimating is subspacel’
which spans the support af Throughout this thesis, we overload notation
and useV to denote both a matrix and the column-space it spans. However,
we cannot estimate thmeatrix V for whichx = uV’, as the estimation would
be only up to multiplication by an invertible x k& matrix.

2.2.3 Canonical Angles

In order to study estimators for a subspace, we must be able to compare two
subspaces. A natural way of doing so is througlctrgonical angledetween

them [76]. Define the angle between a veatpand a subspac®; to be the
minimal angle betweenm; and anyw, € V5. The first (largest) canonical
angle between two subspaces is then the maximal angle between a vector in
v1 € Vi and the subspack,. The second largest angle is the maximum over

all vectors orthogonal to the, and so oA. Computationally, if the columns

of the matricesl/; and V; form orthonormal bases of subspadésand V5,

then the cosines of the canonical angles betwigand V5 are given by the
singular values of/ Vx.

2.3 Low Rank Models for Occurrence, Count and
Frequency Data

In this section we discuss several low-rank models of co-occurrence data,
emphasizing the relationships, similarities and differences between them.
Entries in a co-occurrence matriX describe joint occurrences of row
“entities” and column “entities”. For example, in analyzing a corpus of text
documents, the rows correspond to documents and columns to words, and
entries of the matrix describe the (document, word) co-occurrence: Entry
describes the occurrence of wordin document. The order of words in a
document is ignored, and the documents are considered as “bags of words”.
EntriesY;, of the co-occurrence matriX can be binary, specifying whether
the worda occurred in the documentor not; they can be non-negative inte-
gers specifying the number of times the wardccurred in the document
or they can be reals in the intervél 1] specifying the frequency in which the
word a occurs in the documerit or the frequency of the word-document co-
occurrence (that is, the number of times the woeppeared in this document
i divided by the total number of words in all documents).

2if there are multiple vectors achieving the maximum angle, it does not matter which of them
we take, as this will not affect subsequent angles
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In traditional Latent Semantic Analysis [24], a low-rank approximation
of the co-occurrence matriX” minimizing the sum-squared error is sought.
However, this analysis does not correspond to a reasonable probabilistic model.
In this section, we consider various probabilistic models.

We will see that models vary in two significant aspects. The first is the
whether each entry is seen as an observation of an independent random vari-
able, or whether the entire matrix is seen as an observation of a joint distri-
bution with dependencies between entries. The second is whether a low-rank
structure is sought for the mean parameters or the natural parameters of the
distribution.

2.3.1 Probabilistic Latent Semantic Analysis: The Aspect
Model

We will first consider a fully generative model which views the “factors” as
latent variables. In such a model, the observed random variables are the row
and column indexed,anda. The generative model describes a joint distri-
bution over(i,a). The matrixY is seen as describing some fixed number
N of independent repeated observations of the random variabléipajr,
whereY;, is a non-negative integer describing the number of occurrences of
i = ¢,a = a. The matrixY is then an observation of a multinomial dis-
tributed random matri¥’.

In the “aspect” model [42, 40], a latent (hidden) variabis introduced,
taking k discrete valuest € [k]. The variablet can be interpreted as a
“topic”. The constraint on the generative model fbrt, a) is thati anda are
independent giveti This can be equivalently realized by any of the following
directed graphical models:

i—t—a

p(i,t,a) = p(i)p(t|i)p(alt) = p(i, t)p(alt) (2.14)
i—t—a

p(i,t,a) = p(t)p(ilt)p(alt) (2.15)
i«—t«—a

(2.16)

p(i,t,a) = p(a)p(t|a)p(ilt)

If we summarize the joint and conditional distributions in matrices, using
(2.14),:
Xia = p(i,a) Uit = p(i,1) Var = p(alt) (2.17)

we can write the joint distribution ¢f, i as a product of two matrices with an
inner dimension of. The model imposes a rarikeonstraint on the joint dis-
tribution of a, i. The constraint is actually a bit stronger, as the factorization
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of the joint distribution is to matrices which represent probability distribu-
tions, and must therefore be non-negative. What we are seeking is therefore
a non-negative matrix factorizatioi = UV’ ([52], see Section 2.1.4) that
is a distribution, i.e. such that , X;, = 1. Note that the stochasticity con-
straints onU and V', which appear to be necessary from the interpretation
(2.17), do not actually impose a further constraint on the factorisable matrix
X ajoint-distribution matrix with a non-negative factorization and always
be factorized to non-negative and appropriately stochastic matrices.

Given a count matrixY’, we seek a distribution matriX’ with such a
non-negative factorizatioX = UV’, maximizing the log-likelihood:

log P(Y|X) = Vislog Xia (2.18)

corresponding to an element-wise loss of
losqz;y) = —ylogx (2.19)

As in Section 2.1, the low-rank matriX is interpreted as a parameter ma-
trix. However, in the conditional models of Section 2.1, each enfyy of

Y was generatethdependentlyaccording to the parametéy;,. Here, the
parametersY, together with total counv = ", Y;,, specify a multino-
mial distribution over the entries in the matfk, and different entries are not
independent.

2.3.2 The Binomial and Bernoulli Conditional Models

Consider the binomial conditional model:
Y;a|Xia ~ Binom(N, X;,) (2.20)

The marginal distribution of each ently;, in this model, and in the multi-
nomial aspect model, is the same. The difference between the two models
is that in the binomial conditional model (2.20) eagthiry is independent,
and the total number of occurrences is equdVtonly on average (assuming
> ia Xia = 1), while in the multinomial aspect model easbcurrences in-
dependent, and the number of occurrences is exattlZonditioned on the
number of occurrences(,, Y;,) being exactlyN, the two models agree.
Since the total number of occurrences is tightly concentrated ardyritle
two models are extremely similar, and can be seen as approximations to one
another.

We further note that ifV X;, < 1 for all ia, we will usually haveY;, €
{0, 1}, and the binomial conditional model (2.20) can be approximated by the
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Bernoulli conditional model:

Yol Xia = {0 with probabilityl — N X;,, (2.21)

1 with probabilityV X,

Mean Parameters and Natural Parameters

It is important to note the difference between Bernoulli conditional model
(2.21) and Logistic Low Rank Approximation discussed in Section 2.1.2. In
both models, the family of conditional distributiop§|x) includes the same
distributions—all distributions of a single binary value. However, in Logistic
Low Rank Approximation, entrieX;, are thenaturalparameters to the single
parametric exponential family of distributiop$y|x), whereas in Bernoulli
conditional models, the entrié§, aremeanparameters. The difference then,

is whether we seek a low rank subspace in the mean parameterization or in
the natural parameterization.

Although less commonly used, another instance of Exponential PCA (mod-
els whereX;, serve as natural parameters) are low-rank models with Bino-
mial conditional models, wher&,, is thenatural parameter to the Binomi-
ally distributedY;,. In the binomial conditional model as discussed before,
as well as in the multinomial aspect model, the entigs are scaled mean
parameters, and we have:

1
Xia = NE [Yia|Xia] (2.22)

Another related loss function for binary data is the hinge loss, defined
in equation (2.8). The hinge loss and the logistic loss (i.e. the loss equal
to the negative log likelihood for the logistic conditional model) are actually
very similar—both are convex upper bounds (after appropriate scaling) on the
zero-one loss (equation (2.7)), and have the same asymptotic behavior, while
differing in their local behavior around zero (see e.g. [10] for a discussion on
different convex loss functions).

2.3.3 KL-Divergence Loss

So far in this Section, the data matriX was taken to be a matrix of co-
occurrence counts. A related loss function, which is appropriate for non-
negative real-valued data matric&s was suggested by Lee and Seung in
their work on Non-Negative Matrix Factorizations (NMF) [51]. The loss is
a “corrected” KL-divergence between unnormalized “distributions” specified

26



by X andY:
D(X;Y) =) 1054 Xia; Yia)
ia (2.23)
losg(z;y) = yIOg% —y+z

Like the other loss functions discussed in this section, this loss function
is not symmetric. WhenX and Y specify distributions over index pairs,
ie.> . Xia = > ., Yia = 1, the discrepancy (2.23) is exactly the KL-
divergence between the two distributions. Furthermore, wkiespecified

a distribution § . X;, = 1) the discrepancy (2.23) agrees, up to an addi-
tive term independent ok, with the multinomial maximum likelihood loss
(2.19). Recalling that the factorization of the joint distribution in the as-
pect model is a hon-negative matrix factorization, we see that Probabilistic
Latent Semantic Analysis and Non-Negative Matrix Factorization with the
KL-loss (2.23) are almost equivalent: the only difference is the requirement
> Xia = 1. Buntine [19] discusses this relationship between pLSA and
NMF.

2.3.4 Sufficient Dimensionality Reduction

Also viewing the data matri¥” as describing the joint distribution ¢f, a),
Globerson and Tishby [30] arrive at low-rank approximation from an information-
theoretic standpoint. In the8ufficient Dimensionality Reducti¢8DR) for-
mulation, one seeks thefeatures of that are most informative aboat(for

a fixed, predetermined). Globerson and Tishby show that the featuteef

i most informative aboui are dual to the featureB of a most informative
abouti, and together they specify a joint distribution

px (i,a) oc eXie X=Uv". (2.24)

The most informative featureS and V' correspond to the joint distribution
of the form (2.24) minimizing the KL divergence from the actual distribution
given by Y. SDR is therefore equivalent to finding the rahkwatrix X
minimizing the KL-divergence front’, i.e. minimizing:

D (Y|px) = Z Yia log —

)
= Z — Y, logpx (i,a) + Const

Xia
= Z Y;q log S o + Const (2.25)
b
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SDR and pLSA are therefore similar in that both seek a low-rank representa-
tion of a joint distribution oni, a which minimizes the KL-divergence from

the specified distributiory’. That is, in both cases we seek the distribution
“closest” to Y (in the same sense of minimizing the KL-divergence frém

also referred to aprojecting Y') among distributions in a limited class of
distributions parameterizes by rakkmatrices. The difference between SDR
and pLSA is in how the low-rank matriX parametrizes the joint distribution,
and therefore in the resulting limited class of distributions.

2.3.5 Subfamilies of Joint Distributions

Consider thevm “indicator” features of the random variablésa):

1 ifi=¢anda=aq

. (2.26)
0 otherwise

d)ia(iaa) = {

The family of all joint distributions of(i, a) is an exponential family with
respect to these features. In SDR, we projgdb the subfamily of distribu-
tions where thenatural parameters (with respect to these indicator features)
form a low-rank matrix. In pLSA, we project” to the subfamily of distribu-
tions where theneanparameters form a low-rank matrix. Note that neither
of these subfamilies is an exponential family itself!

It is important to note that although SDR can be seen as the problem
of finding a low-rank matrix minimizing some discrepancy to the target
(namely the discrepancy given by (2.25)), unlike all previous models that we
discussed, this discrepancy daest decompose to a sum of element-wise
losses. This is because the normalization fa% appearing inside the

jb

logarithm of each term of the sum, dependsadjirthe entries in the matrix.

In pLSA, and mean parameter models in general, this normalization can be
taken care of by requiring the global constrajnt, X;, = 1. However, in
low-rank natural parameter models, this is not possible as every two matrices
correspond to different probability distributions.

In Tishby and Globerson’s formulation of SDR, the matixwas not
precisely a ranks matrix, and additional constant-row and constant-column
terms were allowed, corresponding to allowing information fromitaeda
marginals in the information theoretic formulation. This is a more symmetric
version of the mean term usually allowed in PCA.

2.3.6 Latent Dirichlet Allocation

In the aspect model of Probabilistic Latent Semantic Analysis (2.14), as in all
other models discussed in this section, the distributigng) andp(alt) are
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considered as parameters. This is similar to the Low Rank Approximation
models of Section 2.1, whet€ = UV’ are considered parameters. Similar
to the probabilistic PCA model described in Section 2.2.1, 8i@i[16] pro-

pose viewing the rows of” as independent observations from a fully genera-
tive model. In this model, Latent Dirichlet Allocation (LDA), the conditional
distributionp(alt) is viewed as a parameter to be estimated (analogous to the
matrix V' in Probabilistic PCA). The conditional distributigiit|i), however,

is generated for each roiaccording to a Dirichlet distribution. It is impor-
tant to note that unlike probabilistic PCA, which shares the same maximum
likelihood solutions with “standard” PCA (wheté are treated as parameter),
assuming a Dirichlet generative model bn(i.e. onp(t|¢)) does change the
maximum likelihood reconstruction relative to “standard” probabilistic latent
semantic analysis.

2.4 Dependent Dimensionality Reduction

Low-rank approximation can also be seen as a method for dimensionality
reduction. The goal of dimensionality reduction is to find a low-dimensional
representatiom for datay in a high-dimensional feature space, such that the
low-dimensional representation captures the important aspects of the data. In
many situations, including collaborative filtering and structure exploration,
the “important” aspects of the data are the dependencies between different
attributes.

In this Section, we present a formulation of dimensionality reduction that
seeks to identify a low-dimensional space that capturedebendenaspects
of the data, and separate them frovdependentariations. Our goal is to re-
lax restrictions on the form of each of these components, such as Gaussianity,
additivity and linearity, while maintaining a principled rigorous framework
that allows analysis of the methods. Doing so, we wish to provide a unifying
probabilistic framework for dimensionality reduction, emphasizing what as-
sumptions are made and what is being estimated, and allowing us to discuss
asymptotic behavior.

Our starting point is the problem of identifying linear dependencies in
the presence of independent identically distributed Gaussian noise. In this
formulation, discussed in Section 2.2, we observe a data matrix 2" <<,
which we take as independent observations of a random vegtagenerated
as in (2.10), where the dependent, low-dimensional compaxesat uV’

(the “signal”) has support of rank, and the independent componentthe
“noise”) is i.i.d. zero-mean Gaussian with variance The dependencies
insidey are captured bw, which, through the parametefs ando specifies
how each entry; is generatethdependentlgiven .
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As we would like to relax parametric assumptions about the model, and
focus only on structural properties about dependencies and independecies, we
take the semi-parametric approach of Section 2.2.2 and consigemn V'
whereu € R* is an arbitrarily distributed-dimensional random vector.

Doing so, we do not impose any form on the distributipnbut we do
impose a strict form on the conditional distributiongu: we required them
to be Gaussian with fixed variane€ and meanuV;. We would like to
relax these requirements, and require only $Hat be a product distribution,

i.e. that its coordinateg; |u be (conditionally) independent. This is depicted
as a graphical model in Figure 2.1.

Figure 2.1: Dependent Dimensionality Reduction: the componengsaré
independent given

Sinceu is continuous, we cannot expect to forgo all restrictiong g,
but we can expect to set up a semi-parametric problem in whiatmay lie
in an infinite dimensional family of distributions, and is not strictly parame-
terized.

Relaxing the Gaussianity leads to linear additive mogels ul’’ + z,
with z independent ofi, but not necessarily Gaussian. As discussed earlier,
relaxing the additivity is appropriate, e.g., when the noise has a multiplicative
component, or when the featuresyfre not real numbers. These types of
models, with knowndistributiony;|x;, have been suggested for classifica-
tion using logistic loss, wheg;|x; forms an exponential family [20], and in
a more abstract framework [34].

Relaxing the linearity assumption = uV”’ is also appropriate in many
situations, and several non-linear dimensionality reduction methods have re-
cently been popularized [64, 78]. Fitting a non-linear manifold by minimizing
the sum-squared distance can be seen as a ML estimatpfet g(u) + z,
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wherez is i.i.d. Gaussian ang : ¥ — R specifies some smooth mani-
fold. Combining these ideas leads us to discuss the conditional distributions
vilgi(u), ory;|u directly.

In this Thesis we take our first steps in studying this problem, and in re-
laxing restrictions ory|u. We continue to assume a linear modeE uV”.
In Section 3.4 we consider general additive noise models and present a gen-
eral method for maximum likelihood estimation under this model, even when
the noise distribution is unknown, and is regarded as nuisance. In Section 4.2
we consider both additive noise models and a more general class of unbiased
models, in whictE [y|x] = x. We show how “standard” Frobenius low-rank
approximation is appropriate for additive models, and suggest a modification
for unbiased models.
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Chapter 3

Finding Low Rank
Approximations

Low-rank matrix approximation with respect to the Frobenius norm—minimizing
the sum squared differences to the target matrix—can be easily solved with
Singular Value Decomposition (SVD). This corresponds to finding a maxi-
mum likelihood low-rank matrixXX maximizing the likelihood of the obser-
vation matrix Y, which we assume was generatedYas= X + Z, whereZ

is a matrix of i.i.d. zero-mean Gaussians with constant variance.

For many applications, however, it is appropriate to minimize a different
measure of discrepancy between the observed matrix and the low-rank ap-
proximation. In this chapter, we discuss alternate measures of discrepancy,
and the corresponding optimization problems of finding the low-rank matrix
minimizing these measures of discrepancy. Most of these measures corre-
spond to likelihoods with respect to various probabilistic modelsYQix,
and minimizing them corresponds to (conditional) maximum likelihood esti-
mation.

In Section 3.2weightedFrobenius norm is considered. Beyond being
interesting on its own right, optimization relative to a weighted Frobenius
norm also serves us as a basic procedure in methods developed in subsequent
sections. In Section 3.3 we show how weighted Frobenius low-rank approx-
imation can be used as a proceedure in a Newton-type appraoch to finding
low-rank approximation for general convex loss functions. In Section 3.4
general additive nois&” = X + Z, with Z independent of, is considered
where the distribution of entires;, is modeled as a mixture of Gaussian dis-
tributions. Weighted Frobenius low-rank approximation is used in order to
find a maximum likelihood estimator in this setting.

The research described in this chapter was mostly reported in conference
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presentations [74, 75]. The methods are implemented in a Python/Numeric
Python library.

3.1 Frobenius Low Rank Approximations

We first revisit the well-studied case of finding a low-rank matrix minimizing
the (unweighted) sum-squared error (i.e. the Frobenius norm of the differ-
ence) versus a given target matrix. We call such an approximation a Frobenius
low-rank approximation. It is a standard result that the low-rank matrix min-
imizing the sum-squared distanceA4ds given by the leading components of
the singular value decomposition df It will be instructive to consider this
case carefully and understand why the Frobenius low-rank approximation has
such a clean and easily computable form. We will then be able to move on to
weighted and other loss functions, and understand how, and why, the situation
becomes less favorable.

Problem Formulation

Given a target matrixd € R™*™ and a desired (integer) rartk we would
like to find a matrixX € R™*™ of rank (at most)k, that minimizes the

Frobenius distance ,
J(X) =) (Xia — Aia)”.
ia
A Matrix-Factorization View

It will be useful to consider the decompositiéh= UV’ wherelUU € R***
andV € R™**. Since any rank: matrix can be decomposed in such a way,
and any pair of such matrices yields a ranknaatrix, we can think of the
problem as an unconstrained minimization problem over pairs of matrices
(U, V) with the minimization objective

J(U, V)= (Aia = (UV);0)?

@ 9
= Z (Aiﬂ - Z Ui,a Va,oz) .

This decomposition is not unique. For any invertitle= R***, the pair
(UR, VR™1) provides a factorization equivalent t&/, V), i.e. J(U, V) =
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J(UR, VR™1), resulting in ak?-dimensional manifold of equivalent solu-
tions. The singularities in the space of invertible matridgegield equiva-
lence classes of solutions actually consisting of a collection of such mani-
folds, asymptotically tangent to one another.

In particular, any (non-degenerate) solutiofi, 1) can be orthogonal-
ized to a (non-unique) equivalent orthogonal solution= UR, V = VR™!
such thatV’V = I and U’ U is a diagonal matri%. Instead of limiting our
attention only to orthogonal decompositions, it is simpler to allow any matrix
pair (U, V), resulting in an unconstrained optimization problem (but remem-
bering that we can always focus on an orthogonal representative).

3.1.1 Characterizing the Low-Rank Matrix Minimizing the
Frobenius Distance

Now that we have formulated the Frobenius Low-Rank Approximations prob-
lem as an unconstrained optimization problem, with a differentiable objective,
we can identify the minimizing solution by studying the derivatives of the ob-
jective.

The partial derivatives of the objectivewith respect toU, V are

2L = 2(UV' - A)V

3.1
2L —2(vU' - AU @1)

Solving 2% = 0 for U yields
U=AV(V'V)™L (3.2

Focusing on an orthogonal solution, whe¥8 V = T and U'U = A is
diagonal, yieldsU = AV. Substituting back int(g—é =0, we have

0=VU'U-A'U=VA-AAV. (3.3)

The columns ofl” are mapped byl’ A to multiples of themselves, i.e. they
are eigenvectors of’ A. Thus, the gradieng% vanishes at an orthogonal
(U, V) if and only if the columns ofl are eigenvectors ofi’4 and the
columns of U are corresponding eigenvectors 4fl’, scaled by the square
root of their eigenvalues. More generally, the gradient vanishes dttany’)

if and only if the columns ofU are spanned by eigenvectors4fl’ and the
columns of VV are correspondingly spanned by eigenvectord’cf. In terms
of the singular value decompositioh = U, SV}, the gradient vanishes at

we slightly abuse the standard linear-algebra notion of “orthogonal” since we cannot always
have bothU’ U = Tand V'V = 1.
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(U, V) if and only if there exist matriceQ;, Qv = I, (or more generally, a
zero/one diagonal matrix rather thénsuch that = Uy SQy, V = Vo Qv .
This provides a complete characterization of the critical points. afle now
turn to identifying the global minimum and understanding the nature of the
remaining critical points.

The global minimum can be identified by investigating the value of the
objective function at the critical points. Let > --- > o, be the eigenvalues
of A’ A. For critical (U, V') that are spanned by eigenvectors corresponding
to eigenvaluego,|q € Q}, the error ofJ(U, V) is given by the sum of the
eigenvaluesotin (quQ 04), and so the global minimum is attained when
the eigenvectors corresponding to the highest eigenvalues are taken. As long
as there are no repeated eigenvalues( @ll V') global minima correspond
to the same low-rank matriX = UV, and belong to the same equivalence
class. If there are repeated eigenvalues, the global minima correspond to a
polytope of low-rank approximations i space; inU, V space, they form
a collection of higher-dimensional asymptotically tangent manifolds.

In order to understand the behavior of the objective function, it is impor-
tant to study the remaining critical points. For a critical pdiit V') spanned
by eigenvectors corresponding to eigenvalues as above (assuming no repeated
eigenvalues), the Hessian has exayeQ q— (’;) negative eigenvalues: we
can replace any eigencomponent with eigenvalweith an alternate eigen-
component not already iU, V') with eigenvalues’ > o, decreasing the
objective function. The change can be done gradually, replacing the compo-
nent with a convex combination of the original and the improved components.
This results in a line between the two critical points which is a monotonic
improvement path. Since there aquQ q— (’;) such pairs of eigencom-
ponents, there are at least this many directions of improvement. Other than
these directions of improvement, and #ifedirections along the equivalence
manifold corresponding to thie? zero eigenvalues of the Hessian, all other
eigenvalues of the Hessian are positive (or zero, for very degenéyate

Hence, when minimizing the unweighted Frobenius distance, all critical
points that are not global minima are saddle points. This is an important
observation: Despitd (U, V') not being a convex function, all of its local
minima are global.

3.2 Weighted Low Rank Approximations

For many applications the discrepancy between the observed matrix and the
low-rank approximation should be measured relative to a weighted Frobe-
nius norm. While the extension to the weighted-norm case is conceptually
straightforward, and dates back to early work on factor analysis [88], stan-
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dard algorithms (such as SVD) for solving the unweighted case do not carry
over to the weighted case. Only the special case of a rank-one weight matrix
(where the weights can be decomposed into row weights and column weights)
can be solved directly, analogously to SVD [44].

Weighted norms can arise in a number of situations. Zero/one weights,
for example, arise when some of the entries in the matrix are not observed.
More generally, we may introduce weights in response to some external es-
timate of the noise variance associated with each measurement. This is the
case, for example, in gene expression analysis, where the error model for mi-
croarray measurements provides entry-specific noise estimates. Setting the
weights inversely proportional to the assumed noise variance can lead to a
better reconstruction of the underlying structure. In other applications, en-
tries in the target matrix may represent aggregates of many samples. The
standardunweighted low-rank approximation (e.qg., for separating style and
content [77]) would in this context assume that the number of samples is uni-
form across the entries. Non-uniform weights are needed to appropriately
capture any differences in the sample sizes.

Weighted low-rank approximations also arise as a sub-routine in more
complex low-rank approximation tasks, with non-quadratic loss functions.
Examples of such uses are demonstrated in Sections 3.4 add 3.3.

Prior and related work

Despite its usefulness, the weighted extension has attracted relatively little at-
tention. Shpak [71] and Let al[55] studied weighted-norm low-rank approx-
imations for the design of two-dimensional digital filters where the weights
arise from constraints of varying importance. Shpak developed gradient-
based optimization methods while Lu et al. suggested alternating-optimization
methods. In both cases, raklkapproximations are greedily combined from

k rank-one approximations. Unlike for the unweighted case, such a greedy
procedure is sub-optimal.

Shumet al72] extends the work of Ruhe [65] and Wibger [87], who
studied the zero-one weight case, to general weighted low-rank approxima-
tion, suggesting alternate optimizationlofgivenV and visa versa. The spe-
cial case of zero-one weights, which can be seen as low rank approximation
with missing data, was also confronted recently by several authors, mostly
suggesting simple ways of ‘filling in’ the missing (zero weight) entries, with
zeros (e.g. Berry [13]) or with row and column means (e.g. Saetvaf66]).

Brand [18] suggested an incremental update method, considering on data row
at a time, for efficiently finding low-rank approximations. Brand's method
can be adapted to handle rows with missing data, but the resulting low rank
approximation is not precisely the weighted low-rank approximation. Troy-
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anskayaet a[80] suggests an iterative fill-in procedure, essentially identical
to the one we discuss in Section 3.2.4 for zero-one weights.

Problem formulation

Given a target matrixd € R™"*™, a corresponding non-negative weight ma-
trix W e R}™*™, and a desired (integer) rarik we would like to find a
matrix X € R™*" of rank (at most), that minimizes the weighted Frobe-
nius distance

J(X) = Wia (Xia — Aia)* .

3.2.1 Structure of the Optimization Problem

As was discussed previously, theweighted-robenius low-rank approxima-
tion can be computed in closed form and is given by the leading components
of the singular value decomposition. We now move on to the weighted case,
and try to take the same path as before. Unfortunately, when weights are
introduced, the critical point structure changes significantly.

The partial derivatives become (with denoting element-wise multipli-
cation):

<

=2(We (UV' - A)V
=2(We (VU - AU

Qo Qo
<‘kq

The equatiorg% = 0 is still a linear system irlU, and for a fixedV/, it can
be solved, recovering the global minimbg, for fixed V (sinceJ(U, V) is
convexinU):

Uy = argm{}n J(U, V). (3.4)

However, the solution cannot be written using a single pseudo-inverse. In-
stead, a separate pseudo-inverse is required for eacfiipyy of Uy

(Uy)i = (VW V)T V' W A;

= pinv( /W V) (/W4 &)

whereW; € RF*¥ s a diagonal matrix with the weights from tfi# row

of W on the diagonal, and; is thei™ row of the target matrix. In order to
proceed as in the unweighted case, we would have liked to chBosech
that VW,V = I (or is at least diagonal). This can certainly be done for a
single¢, but in order to proceed we need to diagonalizel&dllV; V' concur-
rently. When I is of rank one, such concurrent diagonalization is possible,
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allowing for the same structure as in the unweighted case, and in particular
an eigenvector-based solution [44]. However, for higher-rlihkwe cannot
achieve this concurrently for all rows. The critical points of the weighted low-
rank approximation problem, therefore, lack the eigenvector structure of the
unweighted case. Another implication of this is that the incremental structure
of unweighted low-rank approximations is lost: an optimal rarfiectoriza-

tion cannot necessarily be extended to an optimal i(@nk-1) factorization.

3.2.2 Gradient-Based Optimization

Lacking an analytic solution, we revert to numerical optimization methods
to minimize J(U, V). But instead of optimizing/(U, V') by numerically
searching ove(U, V') pairs, we can take advantage of the fact that for a
fixed V', we can calculaté’;,, and therefore also the projected objective

J(V) = m{}nJ(U, V)=J(Us, V). (3.6)

The parameter space #f (V) is of course much smaller than that&fU, V),
making optimization off *( V') more tractable. This is especially true in many
typical applications where the the dimensionsdoére highly skewed, with

one dimension several orders of magnitude larger than the other (e.g. in gene
expression analysis one often deals with thousands of genes, but only a few
dozen experiments).

Recoveringl;; using (3.5) requires inversions ofk x k& matrices. The
dominating factor is actually the matrix multiplications: Each calculation of
V'W; V requiresO(mk?) operations, for a total o (nmk?) operations.
Although more involved than the unweighted case, this is still significantly
less than the prohibitivé)(n3k?) required for each iteration suggested by
Lu et a[55], or for Hessian methods qi/, V') [71], and is only a factor of
k larger than th& (nmk) required just to compute the predictién/”’.

After recoveringUy,, we can easily compute not only the value of the

projected objective, but also its gradient. Sin@é%’—w e 0, we
have Y
aJ* (V) _ 8J(V,U) 7 ny *
oV = TV |y, =2W e (VUy - A)Uy.

The computation requires only(nmk) operations, and is therefore “free”
after Uy, has been recovered.

The Hessiarf% is also of interest for optimization. The mixed sec-

ond derivatives with respect to a pair of rowg and V, of V is (whered,,
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is the Kronecker delta):

RFF 5 G = 9N (Wialab (U )i (Us); — Gl (VWi V) L Gja(Va))

(3.7)
where: Gia(Va) & Wia (Va(Up ), + (U3, Va — Ai)I) € RF*. (3.8)

By associating the matrix multiplications efficiently, the Hessian can be
calculated withO(nm?k) operations, significantly more than toEnm#k?)
operations required for recoverig;, but still manageable when is small
enough.

3.2.3 Local Minima

Equipped with the above calculations, we can use standard gradient-descent
techniques to optimize/*(V'). Unfortunately, though, unlike in the un-
weighted case/(U, V), andJ*( V'), might have local minima that are not
global. Figure 3.1 shows the emergence of a non-global local minimum of
J*(V) for a rank-one approximation of = ({}). The matrixV is a
two-dimensional vector. But sinc& (V') is invariant under invertible scal-
ings, V can be specified as an andglen a semi-circle. We plot the value

of J*([cos 8, sin A]) for eachd, and for varying weight matrices of the form

W = ("1*,1,). Atthe front of the plot, the weight matrix is uniform
and indeed there is only a single local minimum, but at the back of the plot,
where the weight matrix emphasizes the diagonal, a non-global local mini-
mum emerges.

Despite the abundance of local minima, we found gradient descent meth-
ods onJ*(V), and in particular conjugate gradient descent, equipped with a
long-range line-search for choosing the step size, very effective in avoiding
local minima and quickly converging to the global minimum.

The functionJ*( V') also has many saddle points, their number far sur-
passing the number of local minima. In most regions, the function is not con-
vex. Therefore, Newton-Raphson methods are generally inapplicable except
very close to a local minimum.

3.2.4 A Missing-Values View and an EM Procedure

In this section we present an alternative optimization procedure, which is
much simpler to implement. This procedure is based on viewing the weighted
low-rank approximation problem as a maximume-likelihood problem with miss-
ing values.
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Figure 3.1: Emergence of local minima when the weights become non-
uniform: Weighted (and unweighted) sum squared error objective for approx-
imating the target matrit = (1 ]) with a rank-one matrix spanned by

[cos 6, sin 6], for various weight matrices of the ford = (1% ).

Zero-One Weights

Consider first systems with only zero/one weights, where only some of the el-
ements of the target matrix are observed (those with weight one) while oth-
ers are missing (those with weight zero). Referring to a probabilistic model
parameterized by a low-rank matriX, whereY = X + Z andZ is white
Gaussian noise, the weighted cost¥is equivalent to the log-likelihood of

the observed variables.

This suggests an Expectation-Maximization procedure:

In the M-step, we would like to maximize the expected log-likelihood,
where the expectation is over the missing value¥ ofwith respect the the
conditional distribution over these values imposed by the current estimate of
the parameters(. For unobserved’;,, we haveY;, = X;, + Z;, with
Zi, ~ N(0,0?), and so givenY,,, we haveY ;.| X;, ~ N (Xi,,0?). Let us
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now evaluate the contribution dfi((f“) to the expected log-likelihood:

E log Pr(Yq| X\ 1))}

YianN (XD ,02) [

= %EYMNN(X,_(”,UZ) |:(Yia - X,;(at+1))2} + Const

2
- LE mw(x“) o [Y2 = 2Y5 X[+ X[ + const
-4 (E ( — 2B [Yio] XU 4 x[HHD) ) + Const
= 5 (0> + X“) —ox D x (D 4 x (D ) + Const

= L(xP - x"y2 4 const

The contribution corresponding to non-missing values is, as bef@(

(t)) + Const, and so the total expected log-likelihood is proportlonal to the
Frobenius difference between(*+1) and the matrixy” with missing values
filled in from X (),

In eachEM update we would like to find a new parameter matrix maxi-
mizing the expected log-likelihood of a filled-if, where missing values are
filled in according to the distribution imposed by the current estimat¥ of
This maximum-likelihood parameter matrix is the (unweighted) low-rank ap-
proximation of the mean filled-ifY’, which is Y with missing values filled in
from X. To summarize: in th&xpectation step values from the current esti-
mate ofX are filled in for the missing values itf, and in theM aximization
stepX is re-estimated as a low-rank approximation of the filled¥in

Such an approach was also suggested by Troyanskaj80].

Multiple Target Matrices

In order to extend this approach to a general weight matrix, consider a prob-
abilistic system with several target matrica§,), Y 2y, - - -, Y (), but with

a single low-rank parameter matri, whereY .y = X + Z(,) and the ran-
dom matrice< ., are independent white Gaussian noise with fixed variance.
When all target matrices are fully observed, the maximum likelihood setting
for X is the low-rank approximation of the their averageZ Y. Now, if
some of the entries of some of the target matrices are not observed, we can use
a similarEM procedure, where in the expectation step values from the cur-
rent estimate of{ are filled in for all missing entries in the target matrices,
and in the maximization stef is updated to be a low-rank approximation of
the mean of the filled-in target matrices:
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Real-valued Weights

To see how to use the above procedure to solve weighted low-rank approxi-
mation problems, consider systems with weights limitedifg = QT with
integer Q;, € {0,1,...,N}. Such a low-rank approximation problem can
be transformed to a missing value problem of the form above by “observing”
the value4;, in @i, of the target matrice§y), ..., Y(q,,) (for each entry

i, a), and leaving the entry as missing in the rest of the target matrices. The
EM update then becomes:

XD — | RA, (W®A+ (1- W) ®X(t>) (3.9)

where LRA,(X) is the unweighted rank-approximation ofX, as can be
computed from the SVD. Note that this procedure is independeit. dfor

any weight matrix (scaled to weights between zero and one) the procedure
in equation (3.9) can thus be seen as an expectation-maximization procedure.
This provides for a very simple, tweaking-free method for finding weighted
low-rank approximations.

Initialization and a Heuristic Improvement

Although we found this EM-inspired method effective in many cases, in some
other cases the procedure converges to a local minimum which is not global.
Since the method is completely deterministic, initializatiorXoplays a cru-
cial role in promoting convergence to a global, or at least deep local, mini-
mum, as well as the speed with which convergence is attained.
Two obvious initialization methods are to initialiZé to A, and to ini-
tialize X to zero. InitializingX to A works reasonably well if the weights
are bounded away from zero, or if the target valued imave relatively small
variance. However, when the weights are zero, or very close to zero, the tar-
get values become meaningless, and can throw off the search. Initializing
to zero avoids this problem, as target values with zero weights are completely
ignored (as they should be), and works well as long as the weights are fairly
dense. However, when the weights are sparse, it often converges to local
minima which consistently under-predict the magnitude of the target values.
As an alternative to these initialization methods, we found the following
procedure very effective: we initializ& to zero, but instead of seeking a
rank+% approximation right away, we start with a full rank matrix, and gradu-
ally reduce the rank of our approximations. That is, the first k iterations
take the form:

X0+ — LRA,,_, (W QA+ (1 -W)® X(t)) , (3.10)
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resulting inX ) of rank (m — ¢ + 1). After reaching rank, we revert back

to the iterations of equation (3.9) until convergence. Note that with iterations
of the formX D) = W@ A + (1 — W) ® X, without rank reductions,

we would haveXZ.(;) = (1— (1 - Wi)"))Aja — (1 — e tWia)A;,, which
converges exponentially fast tbfor positive weights. Of course, because of
the rank reduction, this does not hold, but even the few high-rank iterations
set values with weights away from zero close to their target values, as long as
they do not significantly contradict other values.

3.2.5 Reconstruction Experiments

Since the unweighted or simple low-rank approximation problem permits a
closed-form solution, one might be tempted to use such a solution even in the
presence of non-uniform weights (i.e., ignore the weights). We demonstrate
here that this procedure results in a substantial loss of reconstruction accuracy
as compared to the EM algorithm designed for the weighted problem.

To this end, we generatedd00 x 30 low-rank matrice$ combined with
Gaussian noise models to yield the observed (target) matrices. For each ma-
trix entry, the noise variance?, was chosen uniformly in some noise level
range characterized byrmise spread rationax 02/ min 0. The low-rank
matrix was subsequently reconstructed using both a weighted low-rank ap-
proximation with weightsW;, = 1/¢2,, and an unweighted low-rank ap-
proximation (using SVD). The quality of reconstruction was assessed by an
unweighted squared distance from the “planted” matrix.

Figure 3.2 shows the quality of reconstruction attained by the two ap-
proaches as a function of the signal (weighted variance of planted low-rank
matrix) to noise (average noise variance) ratio, for a noise spread ratio of
100 (corresponding to weights in the rang®1-1). The reconstruction er-
ror attained by the weighted approach is generally over twenty times smaller
than the error of the unweighted solution. Figure 3.3 shows this improvement
in the reconstruction error, in terms of the error ratio between the weighted
and unweighted solutions, for the data in Figure 3.2, as well as for smaller
noise spread ratios of ten and two. Even when the noise variances (and hence
the weights) are within a factor of two, we still see a consistent ten percent
improvement in reconstruction.

The weighted low-rank approximations in this experiment were computed
using the EM algorithm of Section 3.2.4. For a wide noise spread, when the
low-rank matrix becomes virtually undetectable (a signal-to-noise ratio well
below one, and reconstruction errors in excess of the variance of the signal),
EM often converges to a non-global minimum. This results in weighted low-

2We generateX = UV’ whereU;,, ~ N (1,2) andV,a ~ N(0, 1) independently.
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Figure 3.2: Reconstruction of 00 x 30 rank-three matrix: weighted and
unweighted reconstruction with a noise spread of 100.

rank approximations with errors far higher than could otherwise be expected,
as can be seen in both figures. In such situations, conjugate gradient descent
methods proved far superior in finding the global minimum.

3.3 Low Rank Approximation with Other Con-
vex Loss Functions

In this section we depart from the sum-squared error as a measure of loss, and
consider other loss functions. We consider the optimization problem:

i 1059 X;0; Yia 3.11
ey, 2 103X o) (@11

where the loss function, the target rahland the target matrix” are given.

Specifically, we consider the case in which the loss function is convex. By
convexwe mean that it is convex ii;, for any value ofY;,.

44



I NY a.

8 0.8r% x X noise spread=2
o = noise spread=10
4@ [s) " noise spread=100
o 0.6 .g:
5
o > =
— 0.4 ¥
[0} L
c 9
85 oz :
oo
= 0
107 10° 10°

0 1
10 SignaI/Né(l)se

weighted sum? low rank sig/weighted sum?

noise

Figure 3.3: Reconstruction of B)00 x 30 rank-three matrix with varying
noise spreads.

3.3.1 A Newton Approach

Using a weighted low-rank approximation, we can fit a low-rank makfix
minimizing a quadratic loss from the target. In order to fit a convex, but non-
quadratic loss, we use a quadratic approximation to the loss. At each iteration,
we consider a quadratic approximation to the overall loss. The quadratic
approximation can be written as a weighted low-rank approximation problem,
and we can apply the methods of Section 3.2.

For a twice continuously differentiable loss function, the second-order
Taylor expansion of lo4s, y) aroundz can be written as:

losg(z;y) ~ losg7;y) + loss(Z;y)(z — %) + I()Sélﬂ(x —i)?
= (Ioss(a?; y) — loss(%;y)x + |()S§’2(§3;y)j2) (3.12)

+ (loss(z;y) — loss'(Z;y)Z) = + wﬁ

_ los¥'(#;y) los<'(#; )7 — loss (& y) \ °
= 5 (m - los¥ (7 ) ) + Const

(3.13)
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where the constant term dependsioandy, but not onz.
We can now write a second-order approximation for the total discrepancy
of X about an origin matrixx :

D(X;Y) = Z 0SS Xia; Yia)

~ ~ ~ 2
~ Z losd” Xm, Ym) Xia _ Ioss”(Xia; Yz‘a)Xja — Ioss/(Xia; Yia) e
2 |055U(Xia§ era)

= Z Wiq(Xia — Aia)? + Const (3.14)

where ~
I/Via = IOSé/(Xia; }/ia)
l0s€(Xia; Yia) Xia — 058 (X0 Yia) (3.15)
loss' (Xiq: Yia)
Maximizing (3.14) is a weighted low-rank approximation problem. Note that
for each entry(i, a), we use a second-order expansion abatitfarentpoint
X;q. The closer the origitX;, is to X;,, the better the approximation.

This suggest a Newton-type iterative approach, where at each iteration we
set

Aia =

Wit < josg’ (x1; vi,)
A0+ _ losg’ (X7 Vi) X — losd(X(P; Vi,) (3.16)
“ los¢ (X Vi)

wa

and then update the current solutit?) by optimizing a weighted low-rank
approximation problem:

X = arg mmz W(tH) A(t+1 )2 (3.17)

3.3.2 Low-rank Logistic Regression

As a specific example of optimizing a convex hon-quadratic loss, we consider
the problem of logistic low-rank regression: entries of an observed binary
matrix are modeled as Bernoulli variables with natural parameters forming
a low-rank matrixX, and the maximum likelihood low-rank matriX is
sought. The negative log-likelihood, which is our objective to be minimized,
can then be written as a sum of logistic losses:

D(X;Y) = —logPr(Y|X) = > (~logg(YiaXia)) (3.18)

ia
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whereg(z) = H% is the logistic function.
Taking the derivatives of the logistic loss l¢ssy) = —log g(yz), w
get the following Newton updates for the weight and target matrices (3.16):

A(H_l) X(t) + W Wi(j-i_l) = g(Xi(;))g(*Xi(at)) (3'19)

Optimizing a Second Order Variational Bound

For the Taylor expansion, the improvement of the approximation is not always
monotonic. This might cause the method outlined above not to converge. In
order to provide for a more robust method, we use the following variational

bound on the logistic [45]:

tan}i(ji/m (1‘2 _ i‘2)

log g(yz) > log g(y#) + L254% —
tanh(z/2
_% : :% /2 (217 - tanh(m/Z)) + Const
with equality if and only ifx = Z. Bounding each entry, we get the corre-
sponding bound on the overall objective:
tanh(f(m/Q) YiaXia
y) <1y tenhiXi/2) (X - f/) 4 Const  (3.20)
ia

tanh(

with equality if and only ifX X. This bound suggests an iterative update
of the parameter matriX () by seeking a low-rank approximatiaki (*+1)
for the following target and weight matrices:

AT =y wlD D —pann(x D 72)/ x10 (3.21)

Fortunately, we do not need to confront the severe problems associated
with nesting iterative optimization methods. In order to increase the likeli-
hood of our logistic model, we do not need to find a low-rank matrix mini-
mizing the objective specified by (3.21), just one improving it. Any low-rank
matrix X (1) with a lower objective value thaX (*), with respect ta4*+1)
and W (+1 is guaranteed to have a lower overall discrepaR¢y’; Y) (i.e.
higher likelihood): A lower objective corresponds to a lower lower bound in
(3.20), and since the bound is tight far®), D(X“+1); V) must be lower
thanD(X(®); V). Moreover, if the discrepancy of () is not already min-
imal are guaranteed to be matrices with lower objective values. Therefore,
we can mix weighted low-rank approximation iterations and logistic bound
update iterations, while still ensuring convergence.

In many applications we may also want to associate external weights with
each entry in the matrix (e.g. to accommodate missing values), or more gener-
ally, weights (counts) of positive and negative observations in each entry (e.g.
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to capture the likelihood with respect to an empirical distribution). This can
easily be done by multiplying the weights in (3.21) or (3.19) by the external
weights.

Note that the target and weight matrices corresponding to the Taylor ap-
proximation and those corresponding to the variational bound are different:
The variational target is always closer to the current value&fofand the
weights are more subtle (less variation between the weights). This ensures
the guaranteed convergence (as discussed above), but the price we pay is a
much lower convergence rate. Although we have observed many instances in
which a ‘Taylor’ iteration increases, rather then decreases, the objective, over-
all convergence was attained much faster using ‘Taylor’, rather than ‘varia-
tional’ iterations.

The same approach outlined here is applicable for any twice differentiable
convex loss function, and especially loss functions for which a second order
variational bound is known in closed form.

3.4 Low Rank Approximations with Non-
Gaussian Additive Noise

We now depart from Gaussian noise models, but still assume additive noise:
Y=X+2, (3.22)

where the entries i#Z are independent of each other and¥af We model the
noise distribution as a mixture of Gaussian distributions:

m

p2(Zia) = Y pe(2m02) /% exp((Zia — p1e)*/(2072)). (3.23)

c=1

Given such a mixture model, an observed data madtrig R™*™, and a
target rankk, we would like to find the rank-matrix X maximizing the like-
lihoodPr (Y = X + Z; X), where the entries & are i.i.d. with distribution

pz.

3.4.1 An EM optimization procedure

To do so, we introduce latent variabl€s, specifying the mixture component
of the noise al';,, and solve the problem using EM.. In tB&pectation step,

we compute the posterior probabilitiBs (C;, | Y;,; X) based on the current
low-rank parameter matriX'. In the Maximization step we need to find the
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low-rank matrixX that maximizes the posterior expected log-likelihood

Ecjy [logPr (Y = X +Z[C; X)]

Xia—Yia)—Hc; 2
== Z Ec..|v.. {é log 20, + (e~ Tio)vew)
T Z Z o ISJ;NYW (Xia—(Yia+uc))? + Const
Z Wia (Xia — Aia)” + Const (3.24)

where

Z Pr(Cm —c )| Yia Ajy = Yig + Z W;;—V?/)me (3.25)

This is aweightedFrobenius low-rank approximation (WLRA) problem.
Equipped with a WLRA optimization method (Section 3.2), we can now per-
form EM iteration in order to find the matriX maximizing the likelihood
of the observed matrix”. At eachM step it is enough to perform a single
WLRA optimization iteration, which is guaranteed to improve the WLRA ob-
jective, and so also the likelihood. The resulting iterative optimization method
can be viewed as iterative WLRA method, where the target and weight ma-
trices are dynamically updated as a function of the current solution.

Unknown Gaussian Mixtures

So far we discussed the situation in which the noise was i.i.d. according to
a known Gaussian mixture. However, we can easily augment our method to
handle anunknownnoise distribution, so long as it is a Gaussian mixture.
This can be done by introducing an optimization of the mixture parameters
of p (with respect to the current posteriors and low-rank matrpat each M
iteration. Note that again, this is a weakened EM method since the mixture
parameters and the low-rank matk are not concurrently optimized, but
rather are alternatively optimized, yielding a sub-optimal M step. Still, we do
improve the objective, and are guaranteed convergence to a local minimum.

Infinite Gaussian Mixtures

We do not have to limit ourselves only to finite Gaussian mixtures. The
maximum-likelihood problem can be well-defined also for classes of noise
distributions with an unbounded, or infinite, number of Gaussian components.
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The target and weight matrices for the WLRA in tkestep can be written as

1
Wia = Ec,,|Yia [Ug }

2
o
Cia

Aia = Yvia =+ ECialyia |:uCL'a :| / Wia-

Any class of Gaussian mixture distributions which we can efficiently fit
using EM, and compute these two quantities for, is amenable to our approach.

3.4.2 Reconstruction Experiments with GSMs

We report here experiments with ML estimation using bounded Gaussian
scale mixtures [6, 83], i.e. a mixture of Gaussians with zero mean, and vari-
ance bounded from bellow. Gaussian scale mixtures (GSMs) are a rich class
of symmetric distributions, which include non-log-concave, and heavy tailed
distributions. We investigated two noise distributions: a 'Gaussian with out-
liers’ distribution formed as a mixture of two zero-mean Gaussians with widely
varying variances; and a Laplace distributiefx) o e~!*l, which is an in-
finite scale mixture of Gaussians. Figures 3.4,3.5 show the quality of recon-
struction of theL, estimator and the ML bounded GSM estimator, for these
two noise distributions, for a fixed sample size of 300 rows, under varying
signal strengths. We allowed ten Gaussian components, and did not observe
any significant change in the estimator when the number of components in-
creases.

The ML estimator is overall more accurate than the Frobenius estimator
(standard PCA)—it succeeds in reliably reconstructing the low-rank signal
for signals which are approximately three times weaker than those necessary
for reliable reconstruction using the Frobenius estimator. The improvement
in performance is not as dramatic, but still noticeable, for Laplace noise.

Most usual caveats of learning a distribution as a Gaussian mixture apply,
and we will want to limit the admissible models, both in terms of complexity
(e.g. number of components) and in order to prevent singularities.

One particularly problematic situation, which is not specific to Gaussian
mixtures, should be pointed out. This situation occurs if we allow the den-
sity to attain unbounded values at a poigt while remaining bounded from
bellow by some strictly positive function elsewhere. As the density, dt-
creases, it becomes increasingly profitable to fit some, even a few, valyes of
exactly, while paying only a constant penalty for completely missing all other
entries. But it is always possible fdf to fit at leastk values in each row of
y exactly (e.g. when the columns &f are spanned bk columns ofy). The
likelihood is thus unbounded, and will go to infinity for tho&efitting some
values ofy exactly, a®(zy) goes to infinity.
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Figure 3.4: Norm of sines of canonical angles to correct subspace for a ran-
dom rank-3 subspace iR'® with Laplace noise. Insert: sine norm of ML
estimation plotted against sine norm of Frobenius estimation (Idbg).

3.4.3 Comparing Newton’s Methods and Using Gaussian
Mixtures

Confronted with a general additive noise distribution, the approach suggested
in Section 3.4 would be to rewrite, or approximate, it as a Gaussian mixture
and use WLRA in order to learA using EM. A different option is to write
down the log likelihood with respect to the additive noise distribution, and
to use Newton's method of Section 3.3.1, considering the second order Tay-
lor expansions of the log-likelihood, with respect to the entries{ofand
iteratively maximize them using WLRA. Such an approach requires calcu-
lating the first and second derivatives of the density. If the density is not
specified analytically, or is unknown, these quantities need to be estimated.
But beyond these issues, which can be overcome, lies the major problem of
Newton’s method: the noise density must be strictly log-concave and differ-
entiable. If the distribution is not log-concave, the quadratic expansion of the
log-likelihood will be unbounded and will not admit an optimum. Attempt-
ing to ignore this fact, and for example “optimizing’ given V' using the

51



1.4 ‘;@’ T T
w_V gV v b
Q VVV v’ XML, known noise model
(S O ML, nuisance noise model
2t RS o 1
vV Vg WV
VRS v
&%
1L v v o v i
Q_ vy % v
%iz* ’
o7 N
x O xQ %7 v
Q v
0.8 o x vV 1
o v Qég v
@ o
z o - v
k2 * v
0.6 ® v v v b
X %4 %
x
S x%oo ‘7‘73
0.4 X Vv % i
o v v K4 o
XXX xOé v o v
KO ox Foo
Ve v v
02l FO gD BT 53 1
Q0% K ¥
x X Io}
x;ﬁ % Q e g ?
0 Il Il Il Il Il

I
0 0.2 0.4 0.6 0.8 1 1.2 1.4
signal variance / noise variance

Figure 3.5: Norm of sines of canonical angles to correct subspace for a ran-
dom rank-2 subspace R with 0.99A (0, 1)+0.01A/(0, 100) noise. Frobe-
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equations derived for non-negative weights would actually drive us towards
a saddle-point rather then a local optimum. The non-concavity does not only
mean that we are not guaranteed a global optimum (which we are not guar-
anteed in any case, due to the non-convexity of the low-rank requirement)—
it does not yield even local improvements. On the other hand, approximating
the distribution as a Gaussians mixture and using the EM method, might still
get stuck in local minima, but is at least guaranteed local improvement.
Limiting ourselves to only log-concave distributions is a rather strong
limitation, as it precludes, for example, additive noise with any heavy-tailed
distribution. Consider even the “balanced tail” Laplace distribugi¢f)
e~ 1?1, Since the log-density is piecewise linear, a quadratic approximation of
it is a line, which of course does not attain a minimum value.
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Chapter 4

Consistency of Low Rank
Approximation

Viewing dimensionality reduction as a subspace estimation problem (Section
2.2.2) allows us to investigate its properties as an estimator. In this chapter,
we begin doing so, by studying the most basic property, namely asymptotic
consistency, under various assumptions. We will see that even this minimal
requirement cannot be taken for granted.

Maximum likelihood estimation assuming a fully parametric model, e.g.
low rank Gaussian signal and white Gaussian noise (Seciton 2.2.1), is cer-
tainly consistent by virtue of it being a maximum likelihood estimator in a
finite dimensional parameter space. However, in line with Section 2.4, our in-
terests lay in focusing on the structural, non-parametric, aspects of the model,
and understanding what the minimal requirements for consistency are.

We begin by studying the asymptotic consistency of maximum likelihood
estimation for various conditional models, under the framework of Section
2.2.2. The question we ask is: if the observed data is generated from a
low-rank matrix using the assumed conditional model, does the maximum
likelihood estimator for the low-rank subspace spanning the low-rank matrix
converge to the true subspace when more data rows are available? To answer
this question, we first develop a series of necessary and sufficient conditions
for consistency (Section 4.1.1) and then proceed to analyze a number of spe-
cific conditional models. We show that maximum likelihood estimation of
the subspace in most of these conditional models is, inf@attonsistent.

On the other hand, in Section 4.2 we show how the simple Frobenius
low-rank approximations consistent for the general class of additive noise
models. The Frobenius low-rank approximation is not appropriate for non-
additive conditional models, but in Section 4.2.2 we suggest a correction that
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is appropriate founbiasecconditional models.

Most of the research described in this chapter is reported in a conference
presentation [75]. Material which appears here for the first time includes for-
mulation of the necessary and sufficient conditions for non-additive models,
as well as the analyzis of the consistency of maximum likelihood estimation
for the logistic and Bernoulli conditional models.

4.1 Consistency of Maximum Likelihood Estima-
tion

We consider maximum likelihood estimation for low-rank linear models with
a known conditional distributioly|x, wherex = uV” lies in the low-rank
subspacé’, which is the “parameter” of interest. These include both additive
modelsy = x + z, wherez is i.i.d. with known distributiorpz, and non-
additive models with a known conditional distribution, such as Exponential-
PCA.

The question we ask is: assuming the datedoes follow the known
conditional distributiony |x, wherex = u V', will the maximum likelihood
estimator

V= argm‘z}xs%pPr(HUV’) (4.2)

converge to the true subspatg as more data rows of are available? We
would like this to hold forany distribution overu. That is, we would like
to reconstruct the correct support subspace for any distributionsoveéth
low-rank support.

Note that due to degrees of freedom in the representation (rotatidns of
and in fact, any linear invertible transformations), we cannot expech#tgx
V to always converge t®,. Instead, we must discuss the convergence of the
subspacd represents. Throughout the presentation, we will slightly overload
notation and use a matrix to denote also its column subspace. In particular,
we will denote byVj the true signal subspace. In order to study estimators
for a subspace, we must be able to compare two subspaces. A natural way of
doing so is through theanonical angledetween them (Section 2.2.3). All
results described bellow refer to convergence with respect to the canonical
angles.

4.1.1 Necessary and sufficient conditions

In order to answer this question, we present a necessary and sufficient condi-
tions for the consistency of the maximum likelihood estimator, under a known
conditional distributiorpy| x .
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A necessary condition

Consider the random function:
(V)= irif —log py|x (y|uV’). (4.2)

Herey is a random vector, hend(V) is a random variable. The maximum
log-likelihood of V' for the dataY can be written in terms of the empirical
mean of®(V):

log Pr (Y |V) =suplogPr(Y|UV")
U
=su logPr(Y,|U, V'
Upz gPr (Ya|UaV')

= ZsuplogPr(YaMV’)

= —nE[®(V)] (4.3)

whereE [| denotes the empirical mean with respect to the datdaximizing
the likelihood ofV is equivalent to minimizing the empirical me&r®(V)].

When the number of samples increase, the empirical means converge to
the true means, andif [®(17)] < E [®(V4)], then with probability approach-
ing oneV; will not minimize E [®(V)]. For the ML estimator to be consis-
tent, E [®(V')] mustbe minimized byV,, establishing a necessary condition

for consistency:
Condition 1. E [®(V)] is minimized byV.

Proposition 1. Condition 1 is necessary for the consistency of the maximum
likelihood estimatorl/.

The sufficiency of this condition rests on thiform convergence of
{E[®(V)]}, which does not generally hold, or at least on unifafivergence
from E [®(V})]. It should be noted that the issue here is whether the ML
estimator at all converges, since if it does converge, it must converge to the
minimizer of E [&(V)].

Conditions independent of the signal distribution

When discussing [®(V)], the expectation is with respect to the conditional
distribution py-|x and the signal distributiorpx = py. This is not quite
satisfactory, as we would like results which are independent of the signal
distribution, beyond the rank of its support. To do so, we must ensure the
expectation ofp(V) is minimized onV, for all possible signals (and not
only in expectation).
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Denote the negative maximum likelihood of a data vegter R™:
¢(V;y) = inf(=log p(y|uV")). (4.4)

and for anysignalvectorz € R™ consider the expected conditional negative
log-likelihood:

U(V32) = By [0(V3y)] = Eyju [ inf —logpy(yluv)| ] (45)

This is the expected contribution of a signal vectoto the maximum log-
likelihood of V. For additive modely = x + z, ¥(V; z) can be written in
terms of the error distributiop:

U(V;z)=E, igf —logp,((z +2) —uV) (4.6)

We can now formulate a condition which is independent of the signal
distribution, and is necessary for the maximum likelihood estimator being
consistent foall signal distribution:

Condition 2. Forall z € ®™, (V' z) is minimized with respect 6 exactly
whenz € span V.

Proposition 2. For any conditional distributiony|x (e.g. for any additive
noise distribution), Condition 2 is necessary for the consistency of the maxi-
mum likelihood estimato#’ for all distributionsx = u V. That is, if Con-
dition 2 does not hold, then it cannot be the case that forlglland all
distributionsu, we havel’ — Vj.

We will also consider the following more specific condition, which fo-
cuses on the expected contribution to the log-likelihdod”; 0) when no
signal is present (i.ex = 0):

Condition 3. ¥(V;0) is constant for allV'.

Proposition 3. If the conditional distributiony|x has a continuous density
(e.g. if it is additive angb is continuous), then Condition 3 is necessary for
the consistency of the maximum likelihood estimdfofor all distributions

x =ulp.

If Condition 3 does not hold, we haw(17;0) < ¥(V3;0) for some
V1, Va, and for small enough € Vs, ¥(Vy; ) < ¥(Ve; ). A non-constant
¥(V;0) indicates an a-priori bias towards certain sub-spaces.
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Sufficiency of the conditions

The sufficiency of Conditions 1 and 2 rests on tiéform convergence of
{E[®(V)]}, which does not generally exist, or at least on unifalirergence
from E [®(V})]. It should be noted that the issue here is whether the ML
estimator at all converges, since if it does converge, it must converge to the
minimizer of E [®(V)].

Such convergence can be guaranteed at least in the special case of additive
noise when the marginal noise dengity(z, ) is continuous, strictly positive,
and has finite variance and differential entropy. Under these conditions, the
maximum likelihood estimator is guaranteed to converge to the minimizer of
E [®(V)] [81, Theorem 5.7].

Condition 4. y = x + z, wherez is i.i.d and the density of each component
of z is continuous, strictly positive, and has finite variance and differential
entropy.

Lemma 4. Condition 4 gurantees the uniform law of large numbers for
{2(V)}.
Proof. We will show that® (V) is continuous irfi/, which varies over a com-
pact space (since we can vié# as unit-norm matrices), and has a finite
envelope:

E max [®(V)]] < o0. (4.7)

For additive noise modelgy | x (y|uV’) = pz(y — uV’) goes to zero
when v is far enough from the origin, and the infimum in (4.2) is always
attained at finite: and can be replaced with a minimum. The random function

(V) = min — logpz(y — uV') (4.8)
is then continuous i for all y. Furthermore, we have:
®(V) = —maxlogpz(z) > —oo (4.9)
ensuring
Ey [m&x@(V)} p—— (4.10)

On the other side, we have:
Ey [B(V)] < Ey [ maxlogpy|x (y[uV")]

<Ey [* Ingxlogpwx(ym)}

=D (pylpyo) — Hpy < oo (4.11)
wherepy is the true distribution of andpy|o is the distributiony’| X = 0.
Together, (4.11) and (4.10) provide a finite envolopedi¢V). O
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Proposition 5. Conditions 4 and 1 together are sufficient for the consistency
of the maximum likelihood estimatdr. Conditions 4 and 2 together are
sufficient for the consistency of the maximum likelihood estimitésr any
“signal” distribution x = uVj.

4.1.2 Additive Gaussian Noise

We first analyze the maximum likelihood estimatirof V; in the presence
of i.i.d. addative Gaussian noise:

y=X+2z

wherex = y V, and the the noise is i.i.d. Gaussian. This is the standard
Frobenius-distance minimizing estimator (PCA). By using Proposition 5 it
is possible to show that the maximum likelihood estimator in this case is
consistent.

Theorem 6. For any signal distributiorx = u Vo, and for additive i.i.d. Gaus-
sian noise, the maximum likelihood estimaiotis consistent.

Proof. For a fixed subspac¥, consider the decomposition= y; + y, of
vectors into their projection ont®’, and the residual. Az is an isotropic
Gaussian random vector, any rotationzaf also isotropic Gaussian, and so
z, andz are independent, and we can decompose:

py (y) = py(y)rL(yL) (4.12)

We can now analyze:
¢(V;y) = inf(—logpy (y| — uV") —logp. (y1))
1
= —logp| (0) + ;Iyﬂ% + Const  (4.13)

yielding
U(V;z) x Bz, [|xL + 2, |2] + Const (4.14)

which is minimized whent; = 0, i.e. z is spanned by. This fulfills
Condition 2. The Gaussian density fulfills Condition 4 and so by Proposition
5 V is consistent. O

This consistency proof employed a key property of the isotropic Gaus-
sian; rotations of an isotropic Gaussian random variable remain i.i.d. As this
property is unigue to Gaussian random variables, maximum likelihood es-
timators in the presence of other conditional distributions (or even additive
noise distributions) might not be consistent.
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4.1.3 Inconsistency

To show inconsistency, we will analyze(V;0) and use Condition 3 and
Proposition 3. For some distributions, it is possible to evalugtg; 0) an-
alytically. In addition to the additive Gaussian noise, this can be done, for
example, for additive Laplace noise, as well as for a logistic model.

Additive Laplace Noise

We now analyze the maximum likelihood estimatorof V; in the presence
of i.i.d. addative Laplace noise:

y=X-+12
wherex = y V; and the the noisg s i.i.d. with:

1

pz(za) = §e"%' (4.15)

The log-likelihood

log py(x(ylx) = —logpz(y — ) = =Y Yo — 2a| —m =y — x|, —m
(4.16)
is essentially thé.;-norm|y — z|;. We focus on rank-one approximation in a
two-dimensional space, that is, finding the direction in the plane (line through
the origin) in which the signal resides.

Consider first a one dimensional subspace at an angle<ofd < 7 to
they; axis. That is, a one dimensional subspace spannég by (1, tan 6),
where0 < tanf < 1. For anyy = (y1,y2) the Li-norm |y — uV’|; =
|y1 — u| + |y2 — w tan 0] is minimized wheny; —u = 0, i.e. u = y;, yielding

(Vs 2) = |z — z1Vy|, + 2 = |22 — tan 0z | + 2. (4.17)

We can now calculate:
(Vo 0) = E, [6(Ves ) /dzl/dzzpz $(V; 2)

= /dzl/dzgze_‘zll_‘”l\zg —tan 0z |dz1dz + 2

tan? 0 + tan 6 + 1
=2 4.18
+ tand + 1 ( )

which is monotonic increasing ifiin the valid rang€g0, ], and¥(V;0) is
certainly not a constant function &. The necessary Condition 3 does not
hold, and the maximum likelihood estimator is not consistent.
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Figure 4.1: The function(Vj; 0) for one-dimensional subspacks C R?
spanned by(cosf,sinf), as a function off in the presence of additive
Laplace noise.

To understand the asymptotic bias of the maximum likelihood estimator,
Figure 4.1.3 displays the functiol(1; 0) as calculated above, for the entire
range of directions (symmetry arguments applyto- 7). In particular,
we have3 = ¥(V;;0) < ¥(Vz;0) = 7. When no signal is present, the
likelihood is maximized ¥ is minimized) by axis-aligned subspaces. Even
when a signal is present, the maximum likelihood estimator will be biased
towards being axis-aligned.

Gaussian mixture additive noise

The asymptotic bias of the maximum likelihood estimator can also be ob-
served empirically. To do so, we consider a two-component Gaussian mixture
additive noise distribution. Although it is not possible to analyzethena-
Iytically in closed form for such a distribution, using the methods of Section
3.4, the maximum likelihood estimatdf can be found.

Figure 4.1.3 demonstrates the asymptotic bias of the maximum likelihood
estimator empirically. Two-component Gaussian mixture noise was added to
rank-one signal irR3, and the signal subspace was estimated using a maxi-
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mum likelihood estimator with known noise model, and a Frobenius estima-
tor for comparison. For small data sets, the maximum likelihood estimator is
more accurate, but as the number of samples increase, the error of the Frobe-
nius estimator vanishes (see Section 4.2.1), while the maximum likelihood
estimator converges to the wrong subspace.

Logistic conditional model

So far we discussed additive noise models. The Gaussian additive noise
model can also be viewed as an instance of Exponential PCA, i.e. a condi-
tional model in which the conditional distributiogg |z, form an exponential
family, with z, being the natural parameters. In fact, as mentioned in Section
2.1.2, Gaussian models are the only instance of additive noise models which
form an exponential family distributions, with a natural parameterization.
We turn now to studying a different instance of Exponential PCA, which

does not correspond to an additive noise model. We consider a logistic con-
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ditional model, wherg, € &+ andx, are natural parameters:
1

1te 2 = 9(2a) (4.19)

P(Ya = +[7a) =

whereg(+) is the logistic function.

We again focus on a estimating a rank-one subspace in two dimensions
and analyzeV (V; 0) for all rank-one subspaces, i.e. lines through the origin,
V. A setting ofz = 0 implies a uniform distribution ory over (4, +),
(+,-), (=, +), (—,—) and we have:

U(V;0) = Eyja—o [0(V3y)]
= Vi) £ 10V —4) + 10(Vi+-) + 19(Vi——) (420)

We analyze the axis-parallel and non-axis-parallel subsgaseparately.
For an axis-parallel subspace, elg.= (1,0) without loss of generality,
we have, for any € {£}:

#((1,0);y) = —Slllbplogp(y\U(l,O)) = —sup (log p(y1]u) + log p(y2(0))

1
= —suplogp(yi1|u) — log p(y2|0) = —log1 — log§ =1 (4.21)
u
and so:
U (Vp;0) = ¥(Vr;0) =1 (4.22)

We now turn to analyzing non-axis-parallel subspakges= (1, tan6),
where without loss of generality we concentratelon 6 < 7. Fory = ++

andy = —— we can push the likelihoog(y|u(1, X)) to one by pushing to
infinity or negative infinity, and therefore:
o((1,tan0); ++) = ¢((1,tand); ——) = —logl =0 (4.23)

Fory = +—, increasingu increase®(y; = +|u) but decreases(y, =
—|utan #). The value ofu maximizing

#((1,tan0); +—) = —sup log p(+ — |u, utan d)
= —sup (log g(u) + log g(—utanf)), (4.24)
can be found by setting the derivative of the log-likelihood to zero:

3}
0= %logp(—i— — lu,utanf) =

1 tan @
g(—u) — (tanf)g(utan ) = Then T4 e utand
= 1+ tanf + tan 6 (e*) + (e*)” ™% =0 (4.25)
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Due tou < —u symmetry, we have(V; +—) = ¢(V; —+).
For the mid-axis diagonalz = (1,1), the maximum in (4.24) is obtained
atu = 0 (this can also be seen from symmetry considerations), yielding

¢(Vz;+—) = ¢(Va; —+) = —logp(+ —10,0) = — logi =2 (4.26)

and combined with (4.23),

1.1
U (Vx; - 2-2=1. 4.27
(V=3;0) = 40+ O+4 1 ( )
However, for0 < 6 < 7, a lower value is obtained fon(Vp; +—). In
particular, whert approaches zero, the optimizingthe solution of (4.25))
approaches- In 22 and

o(Vos +-) = ¢(Vos —+) =—> 1. (4.28)

Combined with (4.23), we therefore have:

60, 1 1.1 1
U(Vp;0) — 0+ 0+ 4141 =3 (4.29)

The expected contribution of the negative log-likelihood from a distribu-
tion generated by parameters on the origifiy; 0), decreases as the sub-
space becomes close to being axis aligned, as long as it is not completely axis
aligned. At the axis-aligned subspaces, we observe a discontinuity, with the
value at these subspaces substantially higher (in fact, the highest possible, and
equal to the value on the mid-axis diagonals). The quantitative behavior of
U(Vp;0) as a function of is presented in Figure 4.3. This behavior indicates
that the maximum likelihood estimator for this setting is biased towards being
axis aligned (though not on the axis itself).

Bernoulli conditional models

The next model we analyze is also a binary observation mggdet +, but
unlike the logistic conditional model in whick, arenaturalparameters, here
z, are taken to beneanparameters:

P(Ya = +|1a) = 24 (4.30)

where0 < z, < 1.

We again analyze estimation of a rank-one subspace (line through the
origin) in two dimensions.

For z, = 0 we havePr(y = — —|0) = 1. For any subspac¥, by
choosingu = 0, we havep(Vy; ——) = —log1 = 0 and so¥(V;0) = 0.
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Figure 4.3:M (Vy; 0) for a logistic conditional model

The necessary condition 3 is satisfied, and the estimator might be consistent.
However, this is only a necessary condition, and does not imply the consis-
tency of the estimator. In order to study the consistency, we now turn to
analyzing¥ (V; z) for anyz € [0, 1)%.

ConsiderVy = (1,tan ), where without loss of generality < 6 < 7,
i.e.0 <
tan® < 1 (calculations for other subspaces can be extrapolated by symmetry).
We can calculate (all maximization are constrainedby v < 1 and0 <
utand < 1):

o (Vyg; ++) = —suplog (u(utand)) = — log tan 6 (4.31)
¢(Vo; ——) = —suplog (1 —u)(1 —utand)) = —logl =0 (4.32)

¢(Vo; +—) = —suplog (u(1 — utan6))

Gullmutan®) — 1 _ 2y tand yieldsu = 5y which is in the

Solving0 = m
legal domain only wheman # > %, and so:

, —log (%) =2+ logtand

_ Jwhentan z (4.33)
3, —log(1— tan®) .

whentan

> <
IN IV
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Symmetrically:

whencot 8 <
whencot 8 <

¢(Vo; —+) = {

M= D=

From (4.31)-(4.34) we can calculate

2 + log cot 6

—log (1 — cot §)

(4.34)

U(Vgs ) = mzep (Vs ++) + 21(1 — 22)p(Ve; +—) +
(1= 2)220(Vo; —+) + (1 —21)(1 — 22)¢(Vo; ——) (4.35)

and check whether it is indeed minimized, with respe@, whenz € Vjy, as

Condition 2 requires.

Numerical calculations reveal thaf (Vy; ) is generallynot minimized
whenz € Vj. Biases in different directions, and different magnitudes, are
observed for different € [0,1]2. Figure 4.1.3 displays the bias, from the
true direction ofz to the directiorf minimizing M (Vy; x).
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Figure 4.4: Bias in maximum likelihood estimation of rank-one subspace in
R? for a Bernoulli conditional model. The arrow at each paint [0, 1]2
indicates the offset from the true direction:ofo the directiord minimizing

U (Vp; x, to which maximum likelihood estimation will converge.
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Uniform additive noise

Before concluding that the maximum likelihood estimator is only consistent
with additive Gaussian noise, consider maximum likelihood estimation in the
presence of additive i.i.d. uniform noise. The likelihood in a uniform model
is either some positive constant, if all errors are within the support, or zero
otherwise. Thus, the maximum likelihood estimator is any low-rank matrix
that is consistent with the required margin of error. But for any incorrect
low-rank subspace, there exists some positive probability of producing noise
incompatible with it. Hence, the only low-rank subspace which is compatible
with probability one isV}, and the estimator is consistent.

4.2 Universal Consistency of Subspace Estima-
tion

In contrast to the lack of consistency of maximum likelihood estimation, we
show here that the “standard” approach to low-rank approximation, minimiz-
ing the sum squared error (i.e. Frobenius estimation), yields a universal esti-
mator which is consistent for any additive noise model. Minimizing the sum
squared error corresponds to maximum likelihood estimation in the presence
of Gaussian additive noise. We already saw in the previous section that in the
presence of additive noise that does indeed follow a Gaussian distribution,
this estimator is consistent. Here, we establish a much stronger result: the
Frobenius estimator is consistent oryadditive i.i.d. noise distribution.

For non-additive conditional modejgx, the Frobenius estimator might
not be consistent. In Section 4.2.2 we relax this requirement, and require only
that the conditional model isnbiasedi.e. E [y|x] = x. This happens, for
example, in the presence of multiplicative noise (a constant bias can easily
be corrected) or when the conditional distributipjx form an exponential
family with x being themeanparameters.

We suggest a modified universal estimator, the variance-ignoring estima-
tor, that is appropriate for unbiased conditional models.

4.2.1 Additive noise

Consider the “standard” approach to low-rank approximation, minimizing the
sum squared error, and the corresponding Frobenius estimator for signal sub-
spacel:

VL = arg min irl}f 1Y = UV'|lgo (4.36)
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Theorem 7. For any i.i.d. additive noise modgl = uV o+ z (coordinates of
z are i.i.d. and independent &f), whereu andz have finite fourth moments,
the Frobenius estimatd@.36)is a consistent estimator df;.

Proof. The Frobenius estimator of the signal subspace is the subspace spanned
by the leading eigenvectors of the empirical covariance matiof y. As-

suming the fourth moments of the distributionyfare finite, the empirical
covariance matrix\,, converges to the true covariance matsix, which in

turn is the sum of the covariance matricexaindz:

A, — Ay =Ax + Az (4.37)

The covariancel y of x is a matrix of rankk, and sincez is i.i.d.,

Az = o%I. We should also be careful about signals that occupy only a
proper subspace dfjy, and be satisfied with any rariksubspace containing
the support ofk, but for simplicity of presentation we assume this does not
happen anc is of full rank k.

Lets; > so > --- > s > 0 be the non-zero eigenvalues afy.
Since z has variance exactly? in any direction, the principal directions
of variation are not affected by it, and the eigenvalues\gf are exactly
s1+02,..., s, +0%,02,...,02, with the leadingk eigenvectors being the
eigenvectors of\ x. This ensures an eigenvalue gapsgf> 0 between the
invariant subspace dfy spanned by the eigenvectors/of and its comple-
ment, and we can bound the norm of the canonical sines betWgand the
leadingk eigenvectors of\,, by ‘A%k‘\‘" [76]. Since|A,, — Ay| — 0 as.,
we conclude that the estimator is consistent. O

It is interesting to note that even though the standard Frobenius estima-
tor is consistent, while the maximum likelihood estimator is not consistent,
empirical results (Figure 4.1.3) demonstrate that on reasonable-sized samples
the maximum likelihood estimator outperforms the Frobenius estimator. But
as the sample size increases, the Frobenius estimated subspace converges to
the correct subspace, whereas the maximum likelihood subspace converges
to the wrong subspace.

4.2.2 Unbiased Noise and the Variance-lgnoring Estimator

Before discussing unbiased noise, let us turn our attention to additive noise
with independent, not not identically distributed, coordinates. This is essen-
tially the classic setting of factor analysis.
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Non-identical Additive Noise

Consider an additive mode&l = x + z where the components of the noise

z are independent, but not necessarily identical, Gaussians. If the noise vari-
ances are known, the ML estimator corresponds to minimizing the column-
weighted (inversely proportional to the variances) Frobenius norin-efX,

and can be calculated from the leading eigenvectors of a scaled empirical co-
variance matrix [44]. If the variances are not known, e.g. when the scale of
different coordinates is not known, there is no maximum likelihood estima-
tor: at least: coordinates of eaclh can always be exactly matched, and so
the likelihood is unbounded when upkovariances approach zero.

The Frobenius estimator is not appropriate in this scenario. The covari-
ance matrixA z is still diagonal, but is no longer a scaled identity. The addi-
tional variance introduced by the noise is different in different directions, and
these differences may overwhelm the “signal” variance albpgiasing the
leading eigenvectors aty, and thus the Frobenius estimator, toward axes
with high “noise” variance. The fact that this variability is independent of
the variability in other coordinates is ignored, and the Frobenius estimator is
asymptotically biased.

The Variance-Ignoring Estimator

Instead of recovering the directions of greatest variability, we can recover
the covariance structure directly. In the limit, we still hale — Ay =
Ax + Az, a sum of a ranke matrix and a diagonal matrix. In particular,
the non-diagonal entries of, approach those of x. We can thus seek a
rank+ matrix A x approximatingl,,, e.g. in a sum-squared sense, except on
the diagonal. This is a (zero-onegightedow-rank approximation problem,
and the methods of Section 3.2 apply. The row-space of the resilinis
then an estimator for the signal subspace. Note that the Frobenius estimator is
the row-space of the rank-matrix minimizing theunweightedsum-squared
distance ta\,,.

Although in most cases the Variance-lgnoring estimatitir converge to
the correct subspace, discussing consistency in the presence of non-identical
noise with unknown variances is problematic: The signal subspace is not
necessarily identifiable. For example, the combined covariance migtrix
(31) can arise from a rank-one signal covariance = ({,},) for any
% < a < 2, each corresponding to a different signal subspace. Counting the
number of parameters and constraints suggests identifiability whem —
vemtl=l ‘put this is by no means a precise guarantee. Anderson and Rubin
[5] present several conditions any which are sufficient for identifiability

but requirek < L%j , and other weaker conditions which are necessary.
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Non-Additive Models

The above estimation method is also useful in a less straight-forward situa-
tion. Until now we have considered only additive noise, in which the distri-
bution ofy, — x, was independent of,. We will now relax this restriction

and allow more general conditional distributiopg|x,, requiring only that

E [ya|xa] = x,. With this requirement, together with the structural constraint
(y. independent givenr), for anyi # j:

CoV[ya,ys) = Elyays) — EyaJE [yl

[
=E[E[yays/x]] — E[E[ya[x]|E [E [ys|x]]
= E[E[ya|x|E [ys|x]] — E [xa]E [xs]
= E [x,Xp] — E [X4]E [xp] = COV[xq, Xp]. (4.38)

As in the non-identical additive noise cadg; agrees with\ x except on
the diagonal. Even if,|x, is identically conditionally distributed for alfl,
the differencel\y — Ax isnotin general a scaled identity:

Var[y,] = E [yZ] -
—E[E| ya\xa ~ Efyalxa)’| +E [Elyalxal’] ~ Elya]’
E [Var[ya|xa]] +E [x7] — E[xi]’
= E[Var|ya.|xq]] + Var[x,]. (4.39)

Unlike the additive noise case, the variance/fx, depends ox,, and
S0 its expectation depends on the distributiox of

These observations suggest using the variance-ignoring estimator. Figure
4.2.2 demonstrates how such an estimator succeeds in reconstruction when
Ya|Xq is exponentially distributed with meax,, even though the standard
Frobenius estimator is not applicable. We cannot guarantee consistency be-
cause the decomposition of the covariance matrix might not be unique, but
whenk < |£] this is not likely to happen. Note that if the conditional dis-
tribution y|x is known, even if the decomposition is not unique, the correct
signal covariance might be identifiable based on the relationship between the
signal marginals and the expected conditional variance gf»f but this is
not captured by the variance-ignoring estimator.

4.2.3 Biased noise

The variance-ignoring estimator is also applicable wjean be transformed
such tha€ [g(y)|u] lie in a low-rank linear space, e.g. in log-normal models.
If the conditional distributiory|x is known, this amount to obtaining an un-
biased estimator fax,. When such a transformation is not known, we may
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wish to consider it as nuisance. In particular, this might be possible when
g(y) — x is Gaussian. However, this does not provide a germmasistent
estimator forl/ if no unbiasedestimator exists fox,,.

Of particular interest are distributions, |x, that form exponential fami-
lies wherex, are thenatural parameters (Exponential-PCA). When thean
parameters form a low-rank linear subspace, the variance-ignoring estima-
tor is applicable, but when the natural parameters form a linear subspace, the
means are in general curved, and there is no unbiased estimator for the natural
parameters.

The problem of finding a consistent estimator for the linear-subspace of
natural parameters when, |x,, forms an exponential family, or in other gen-
eral settings, remains open.
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Chapter 5

Maximum Margin Matrix
Factorization

In the previous chapters of this thesis we limited ourselves to learning with
low-rank matrices. In terms of the factorizatioh = UV, we constrained

the dimensionality of/ andV'. In this chapter we suggest constraining the
factorization by constraining the norms bfandV, yielding a novel class

of factorizable matrices. We show how these constraints arise naturally when
matrix factorizations are viewed as feature learning for large-margin linear
prediction, and how they lead tmwnvexoptimization problems that can be
formulated as semi-definite programs.

We present maximum margin matrix factorizations in the context of “col-
laborative prediction”: predicting unobserved entries of a target matrix, based
on a subset of observed entries. We begin the chapter by discussing this set-
ting and defining the framework.

5.1 Collaborative Filtering and Collaborative Pre-
diction

“Collaborative filtering” refers to the general task of providing users with
information on what items they might like, or dislike, based on their prefer-
ences so far (perhaps as inferred from their actions) and how they relate to
the preferences of other users. For example, in a collaborative filtering movie
recommendation system, the inputs to the system are user ratings on movies
they have already seen. Prediction of user preferences on movies they have
not yet seen are then based on patterns in the partially observed rating ma-
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trix, e.g. predicting preferences that correlate with the movie ratings by other
users with overall similar preferences, but anti-correlate with users ratings
of dissimilar users. This approach contrasts with a more traditional feature-
based approach where predictions are made based on features of the movies
(e.g. genre, year, actors, external reviews) and the users (e.g. age, gender, ex-
plicitly specified preferences). Users “collaborate” by sharing their ratings
instead of relying on external information.

In some collaborative filtering tasks, the preferences might not be given
explicitly by the user, but rather inferred from the user’s actions. The input
for such tasks typically consists of the items each user has already requested
(e.g. web pages visited, items purchased), and the goal is to predict which
further items the user is likely to request. Note that generally no negative
data is available in such situations.

The desired output of collaborative filtering varies by application. One
often useful task, is to predict for each user a few items the user is very likely
to like. This answers a user query of the form “What movie should | go
see?”, or can be used to place recommended links on a web page. Here,
we will focus on“collaborative prediction”. predicting the user’s preference
regarding each item, answering queries of the form “Will I like this movie?”.
Although it is certainly possible to use this output in order to generate a list
of the predicted most strongly preferred items, answering the first type of
query, this requires going over all possible items, which is often impractical.
Furthermore, it might be possible to find a few items that the user will like
with high certainty, even when the collaborative prediction problem is hard.
Therefore, although the basic ideas studied in the thesis may be relevant for
both types of tasks, methods for efficiently predicting the top items may be
substantially different, and lie outside the scope of the thesis.

5.1.1 Matrix Completion

In this thesis, collaborative prediction is formalized as a simple matrix-
completion problem: predicting the unobserved entries of a partially observed
target matrix. A subset of entries of a target matrixt” is observed. Based

on the observed valués;, and no other external information, we would like

to predict all other values if.

A key issue is how thdiscrepancyetween the target valuesihand the
predictionsX is measured. For the collaborative prediction tasks studied, we
would like to ensure each entry is correctly predicted, and accordingly use a
per-entry loss function:

D(X;Y) =) 1054 Xig; Via)- (5.1)
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The matrix completion formulation is also appropriate for other applica-
tions, such as filling in missing values in a mostly observed matrix of exper-
iment results. Such a situation is often encountered in gene expression anal-
ysis, where the expression levels of thousands of genes are measured across
different “experiments” (different experimental conditions, time points, cell-
types, etc.), but where some entries in the experiment-gene matrix might be
missing [80]. The main difference between such applications and typical col-
laborative filtering applications is the observation sparseness: whereas when
completing experimental results, only a small proportion of matrix entries
are missing, the typical situation in collaborative filtering is that only a small
fraction of entries are observed.

A learning task with a somewhat similar formulation, but different mea-
sure of discrepancy, is that of completing a partially observed covariance ma-
trix. In such situations, the measure of discrepancy is not a per-entry sum-of-
losses measure, as we are not usually interested in each covariance separately,
but rather a measure of discrepancy between the implied joint distributions.

5.2 Matrix Factorization for Collaborative Pre-
diction

Using matrix factorization for matrix completion is fairly straightforward. A
factorization(U, V') is sought that minimizes the discrepancy between the
observed entrie¥s and the corresponding entries®f= UV’. Unobserved
entries inY” are then predicted according to the corresponding entrids in

5.2.1 Low-Rank Matrix Completion

Several authors have recently suggested, and experimented with, low-rank
(unconstrained or almost unconstrained) matrix factorization for collabora-
tive prediction. Methods mostly differ in how they relate real-valued entries
in X to preferences iy, and in the associated measure of discrepancy.
Hoffman [41] suggests a collaborative prediction method based on a prob-
abilistic latent variable model, which corresponds to viewing the entrigs in
as mean parameters for a probabilistic model of the entriés, aind fitting
X by maximizing the likelihood. Marlin [57] also studied low-rank collabo-
rative prediction by viewing the entries &f as mean parameters. In [74] we
study low-rank collaborative prediction, both with a sum-squared loss and by
viewing X as natural parameters to Bernoulli distributions on the entries of
Y, yielding a logistic loss. In a recent paper, Marihal[58] also implicitly
suggest fittingX' as natural parameters.
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Azar et al[8] proved asymptotic consistency of a method in which un-
observed entries are replaced by zeros, observed entries are scaled inversely
proportionally to the probability of them being observed, and a squared error
loss is used. No guarantees are provided for finite data sets.

Other have suggested using a low-rank approximation in combination
with other methods. Goldbergt a[31] use a low-rank approximation of a
fully-observed subset of columns of the matrix, thus avoiding the need to
introduce weights. Billsust al[14] use a singular value decomposition of a
sparse binary observation matrix. Both Goldberg and Billsus use the low-rank
approximation only as a preprocessing step, and then use clustering (Gold-
berg) or neural networks (Billsus) to learn the preferences.

Extensive experiments with various collaborative prediction methods can
be found in Marlin’s M.Sc. thesis [56].

5.2.2 Matrix factorization and linear prediction

If one of the factor matrices, sdy, is fixed, and only the other factor matrix
V' needs to be learned, then fitting each column of the target mtitxa
separate linear prediction problem. Each rowlbfunctions as a “feature
vector”, and each column df’ is a linear predictor, predicting the entries in
the corresponding column &f based on the “features” iti.

In collaborative prediction, botty and V' are unknown and need to be
estimated. This can be thought of as learning feature vectors (row3 in
for each of the rows of’, enabling good linear prediction across all of the
prediction problems (columns &f) concurrently, each with a different linear
predictor (columns of”’). The features are learned without any external
information or constraints, which is impossible for a single prediction task
(we would use the labels as features). The underlying assumption that enables
us to do this in a collaborative filtering situation is that the prediction tasks
(columns ofY") arerelated in that the same features can be used for all of
them, though possibly in different ways.

The symmetric view, of learning features for the column enabling good
linear prediction of the rows, is equally valid.

Low-rank collaborative prediction corresponds to regularizing by limiting
the dimensionality of the feature space: each column is a linear prediction
problem in a low-dimensional space. Instead, we suggest allowing an un-
bounded dimensionality for the feature space, and regularizing by requiring a
low-norm factorization, while predicting with a large margin.

Consider adding to the loss a penalty term which is the sum of squares of
entries inU andV/, i.e. ||UH§m+ HVHﬁm (Il g, denotes the Frobenius norm).
Each “conditional” problem (fitting/ givenV and vice versa) again decom-
poses into a collection of standard, this time regularized, linear prediction
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problems. With an appropriate loss function, or constraints on the observed
entries, these correspond to large-margin linear discrimination problems. For
example, if we learn a binary observation matrix by minimizing a hinge loss
plus such a regularization term, each conditional problem decomposes into a
collection of SVMs.

5.3 Maximum-Margin Matrix Factorizations

We present two varieties of maximum-margin matrix factorization, corre-
sponding to two different norms, or constraintsiérandV’.

5.3.1 Constraining the Factor Norms on Average: The
Trace-Norm

The squared Frobenius normi#/||Z,, and ||V'|Z,, are the sums of thé,
norms of the rows of/ andV'. That is, constraining the Frobenius normis in

a sense a constraioh average Taking the features-and-predictors view, any
particular predictor may have large norm (small margin), but on average, the
predictors must have a small norm.

The Trace Norm

Matrices with a factorizatiok = UV”’, whereU andV have low Frobenius
norm (recall that the dimensionality 6f andV is no longer bounded!), can
be characterized in several equivalent ways, and are known dslognorm
matrices:

Lemma 8. For any matrixX the following are all equal:

1. min pyv HU”FroHVHFro
X=UV’

. 2 2
2. min u,v %(”UHFro + ”V”Fro)
X=UV'

3. The sum of the singular values®f i.e. tr A whereX = UAV" is the
singular value decomposition of .

Furthermore, IfX = UAV" is the singular value decomposition &, then
the matriced/+/A andVv/A minimize the first quantity.

Definition 2. The trace normj| X ||, of a matrix is given by the three quanti-
ties in Lemma 8.
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the trace nrom is also known as thaclear norm[28] and theKy-Fan
n-norm(e.g. [43]). Itis, in fact, a matrix norm, and in particular it is a convex
function, and the set of bounded trace norm matrices is a convex set. For
convex loss functions, seeking a bounded trace norm matrix minimizing the
loss versus some target matrix is a convex optimization problem. This con-
trasts sharply with minimizing loss over low-rank matrices—a non-convex
problem.

In fact, the trace norm has been suggested as a convex surrogate to the
rank for various rank-minimization problems [28], noting that:

Lemma 9 ([28, Theorem 1]). The convex envelope (smallest bounding con-
vex function) of the rank function, on matrices with unit spectral norm, is the
trace norm.

Here we justify the trace norm directly, both as a natural extension of
large-margin methods and by providing generalization error bounds (Section
6.2).

The following bounds relate the Frobenius norm, the rank and the trace
norm of a matrix:

Lemma 10. For any matrix.X:
[Xllgro < Xl < Vrank X [ X|g,

Proof. Recall that the Frobenius norjiX ||, is equal to thel, (Euclidean)
vector norm of the singular values &f, while the trace nornj X |, is the L,

norm of the singular values. The relationship betweenlthand L, vector
norms establish the left inequality. To establish the right inequality, recall that
the number of non-zero singular values is equal to the rank. O

Furthermore, we can characterize the unit ball of the trace norm

Be = {X [[|X]];, <1} (5.2)
in terms of the convex hull of unit-norm rank-one matrices
Xi1] = {uv' lu e R", v € R™, |u|” = [o|* = 1} (5.3)

Lemma 11. B, = conv[1]

Proof. Lemma 10 ensures that [1] C B;,, and combined with the convexity
of the trace norm we havenvX;[1] C B;,. For a unit trace norm matrix
X with singular value decompositioN = USV’ with tr S = 1, we can
write X = ). .S;U;V;/ which is a convex combination of matricesAn 1],
establishing3;, C convX;[1]. O

This characterization both helps in understanding the class and serves a
vital role in Section 6.2.2 for proving generalization error bounds on learning
with low trace norm matrices.
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Maximum-Margin Low Trace Norm Matrix Factorization

To simplify presentation, we focus on binary labdls,e {£1}"*™. We
considerhard-margin matrix factorizationwhere we seek a minimum trace
norm matrixX that matches the observed labels with a margin of one (recall
that S is the set of observed index pairs):

minimize || X||,,

. ‘ (5.4)
subject toY;, X;, > 1 forall ia € S

We also considesoft-marginlearning, where we minimize a trade-off be-
tween the trace norm of and its hinge-loss relative ds:

minimize || X||,, + ¢ > max(0,1 - ¥;4Xiq). (5.5)
ia€S

As in large-margin linear discrimination, there is an inverse dependence be-
tween the norm and the margin. Fixing the margin and minimizing the trace
norm is equivalent to fixing the trace norm and maximizing the margin. As
in large-margin discrimination with certain infinite dimensional (e.g. radial)
kernels, the data is always separable with sufficiently high trace norm (a trace
norm of \/n|S| is sufficient to attain a margin of one).

5.3.2 Constraining the Factor Norms Uniformly: The Max-
Norm

Instead of constraining the norms of rowslinand V' on average (by con-
sidering their squared Frobenius norms), we can also constrain all rdis of
andV to have smallL; norm.

The Max-Norm

We refer to matrices with a factorization = UV, where all rows of/ and
V have bounded., norm, as lonmax-normmatrices:

Definition 3. The max-norm{ X || __ is given by:

1 X e = 100 (max|U3]) (max |Va])
U,v 7 a
X=UV"’
whereU; andV, are the row-vectors df’ and V.

The max-norm is also known as the-norm [53, 46].
Note that if we had bounded the norm of the column vectors ahd V'
we would have defined the spectral norm. Unlike the spectral norm (largest
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singular value), Frobenius norm (Euclidean norm of singular values) and
trace norm (sum of singular values), the max-norm is not a function of the
singular values. In fact, calculating the max-norm requires using quadratic
programming in order to solve the optimization problem in the definition [53].

By considering the first characterization in Lemma 8 we can establish the
following connection between the max-norm and the trace norm:

Lemma 12. Forany X € R™™, || X|| .. <X, < voam || X

Although it is easy to verify that the max-norm is also convex, and there-
fore that its unit ball

Bmax = {X [ [[ X[l pax < 1} (5.6)

is convex, we cannot provide an exact characterization of the unit ball in terms
of a simple class of matrices, as we did for the trace norm in Lemma 11. We
can, however, provide an approximate characterization in terms of the class
of rank-one sign matrices:

Xy ={w' Jue {£1}",ve {£1}™} (5.7)

max

Lemma 13.
conv Xy C Bhax € Kgeconv Xy

whereK is Grothendiek’s constant, which satisfies:
1.67 < Ko < 1.79

Proof. The left inclusion is immediate from the convexity of the max-norm
and the fact that the factorizatian’, with v andv sign matrices, establishes
luv'|| . < 1. The right inclusion is a consequence of Grothendiek’s in-
equality (see Appendix F). O

Linial et al[53] discuss the max-norm as a complexity measure for matri-
ces and analyze the max-norm of specific, random and extreme matrices.

Maximum-Margin Low Max-Norm Matrix Factorization

Parallel to the low trace norm problems (5.4)-(5.5), we also consider the hard-
margin max-norm minimization problem:

minimize || X|| ... (5.8)
subject toY;, X;, > 1 forallia € S '

and the soft-margin max-norm minimization problem:

minimize || X||,, + ¢ > max(0,1 - ¥;4Xiq). (5.9)
ia€S
As with the trace norm counterpart, the problem is always separable.
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A Geometric Interpretation

Low max-norm learning has a clean geometric interpretation. First, note that
predicting the target matrix with the signs of a rahknatrix corresponds

to mapping the “items” (columns) to points R*, and the “users” (rows)

to homogeneous hyperplanes, such that each user’s hyperplane separates his
positive items from his negative items. Hard-margin low max-norm predic-
tion corresponds to mapping the items and users to points and hyperplanes in
a high-dimensional unit sphere such that each user’s hyperplane separates his
positive and negative items with a large margin (the margin being the inverse
of the max-norm).

5.4 Learning Max-Margin Matrix Factorizations

In this section we investigate the optimization problems (5.4),(5.5),(5.8) and
(5.9) of learning with low trace norm and max-norm matrices. We show how
these optimization problems can be written as semi-definite programs.

5.4.1 Trace Norm Minimization as Semi-definite Program-
ming

Bounding the trace norm &fV" by & (||U||Z,,+ |V ||z,,), we can characterize

the trace norm in terms of the trace of a positive semi-definite (p.s.d.) matrix:

Lemma 14 ([28, Lemma 1]). For any X € R™*™ andt € R: || X, <t
iff there existsA € R™*™ and B € R™*™ such that[ , ] = 0 and
tr A+ tr B < 2t.

Proof. Note that for any matrix, |[W|lg, = ttWW’. If [ X]is
p.s.d. withtr A + tr B < 2¢, we can write it as a produ¢t/] [v’ v']. We
haveX = UV’ and(|U ||z, + [VIzo) = (tr A+ tr B) < t, establishing
| X1, < t. Conversely, if| X||,, < twe can write it asX = UV’ with

trUU’ 4 tr VV' < 2t and consider the p.s.d. matfi¥y" X, 1. O

Lemma 14 can be used in order to formulate minimizing the trace norm
as a semi-definite optimization problem (SDP).
The hard-margin matrix factorization problem (5.4) can be written as:

1 [A X} =0
min > (tr A+ trB) st X' B]" (5.10)
YioXie >1 Viae S
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And introducing slack, soft-margin matrix factorization (5.5) can be written

as.
A X
AL
min 2(trA+trB e Gia st YoX > 1—Eu (5.11)
ia€sS Yia € S
gia Z 0

5.4.2 The Dual Problem

Both to aid in optimization and to better understand the problems, we study
the dual of the above problems.

Introducing the Lagrange multiplieis A, Y, Q;, we can write the opti-
mization problem (5.11) as (arbitrarily choosmg a scaling d6r the multi-

plier [ + X ]):

. 1
N BE O  ar
£ia>0ViaeS Y A]7T ia€S
Qia>0 ViaeS
1/r T A X
sl Ale e B T eetirersa-n 612
ia€S

The existence of an interior feasible solution guarantees the lack of a duality
gap and allows us to change the order of minimization and maximization,
maintaining equality:

1
= i Z(tr A B )
E T UL A
T AITY €4>0ViaeS ia€S
Qia>0ViaeS
Ifr r] [4 X
_2[? A]°{X’ } > Qia(YiaXia+&ia —1) (5.13)

ia€S

Treating@ andY” as sparse matrices (with zero whéigez .S), and collecting
terms of primal variables, we can write:

= max min E + g I-T)eA
Iy 0 AB,X Qza Qla gza ( )
[T’ A] £i0>0 Viacs 1a€S ia€s
Qia>0 Via€S

(I—A)e B—%(T—kq@y)-X (5.14)

l\)\n—l
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In order for the minimization to be finite, we must have Q,;, > 0 (since

&q IS constrained to be positive) aswelllas= I, A =TandY = -Q®Y
(since A, B and X and unconstrained). We can therefore write the dual to
(5.11) as:

{ I (—QeY)|
max » Qi st [(-Q® Y) I g (5.15)

ia€S 0<Qia<c

whereQ);, is a dual variable associated with edaahe S and@Q ® Y denotes

the sparse matrikQ ® Y);, = Q.Y for ia € S and zeros elsewhere. The
dual of the hard-margin problem is similar, but without the box constraints
Qiq < c. In either case the problem is strictly feasible, and there is no duality
gap.

The p.s.d. constraint in the dual (5.15) is equivalent to bounding the spec-
tral norm of @ ® Y, and the dual can also be written as an optimization
problem subject to a bound on the spectral norm, i.e. a bound on the singular
values of@Q ® Y:

RQeY], <1

, (5.16)
0<Qiu<c Viae S

max Y Qi St

ia€S

In typical collaborative prediction problems, we observe only a small frac-
tion of the entries in a large target matrix. Such a situation translates to a
sparse dual semi-definite program, with the number of variables equal to the
number of observed entries. Large-scale SDP solvers can take advantage of
such sparsity.

5.4.3 Recovering the Primal Optimal from the Dual Opti-
mal

Most SDP solvers use internal point methods and return a pair of primal and
dual optimal solutions. The prediction matek* minimizing (5.5) is part of
the primal optimal solution of (5.11) and can be extracted from it directly.
Nevertheless, it is interesting to study how the optimal prediction matrix
X* can be directly recovered from a dual optimal solut@h alone. Al-
though unnecessary when relying on standard internal point SDP solvers, this
might enable us to use specialized optimization methods, taking advantage of
the simple structure of the dual.
As for linear programming, recovering a primal optimal solution directly
from a dual optimal solution is not always possible for SDPs. However, at
least for the hard-margin problem (5.10) this is possible, and we describe
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below how an optimal prediction matriX* can be recovered from a dual op-
timal solution@* by calculating a singular value decomposition and solving
linear equations.

Complementary Slackness Considerations

Consider the hard-margin trace norm minimization problem (5.10) and its
dual, and let X*, A*, B*) be primal optimal and)* be dual optimal solu-
tions.

Strong complementary slackness for the SDPs guarantees not only that

the matrix inner produc (7Qf®y), (_Q;‘@Y) o [ 4, %] is zero for any
primal and dual optimal solutions, but in fact that the matrix product

ooy O R0 e

is zero everywhere for the optimal solutions. The blocks of this matrix equal-
ity yield the following necessary condition for dual and primal optimality:
A =@ o)X X*=(Q*®Y)B* 5.18)

Together with complementary slackness of the label constraints, this condi-
tion is also sufficient. Recalling that:., = 0, we can write 2,

) X X
Lﬂ [¢7 7] with [ v/] having full row rank. Expressingl* = UU’,
B* = VV’'andX* = UV’, we can now rewrite (5.18) as:

U0 = (Q* @ Y)VU' UV = (Q*eY)VV’ (5.19)
VO = (Q* oY) TU TV = (Q e V)TV '

Combining each row of matrix equations into a single matrix equation yields:

U - (@ oY)V[U V]=0

- L (5.20)
(V- eY)YU)U' V]=0
Since[ g’ v ] is of full row rank, we have:
U=(Q"®Y)V V=(QeY)U (5.21)

Together these equations specify that the columisanidV” are correspond-
ing eigenvectors of eigenvalue ong(af* ®Y ) (Q*®Y)" and(Q*®Y ) (Q*®

Y). Or in other words{/ andV are correspondingly spanned by the singular
rows and vectors ofQ* ® Y') with singular value one.
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Note that since{(fo@)w (_Q;®Y)} = 0, the singular values diQ* ®

Y') are all less than or equal to one, and those that are equal to one correspond

i I (-Q7®Y))
to zero eigenvectors c{f(_Q*®Y)/ 7 } .

The singular rows and columns ¢f* @ Y’) corresponding to singular
value one define a linear space in whichandV’ lie. The optimalU andV’
from this space can be recovered by solving the linear equations

Xia = Yia V¥Sia > 0. (5.22)

Recovering X* from Q*

To summarize, we obtain the following procedure for recovering an optimal
solution of (5.4) from an optimal solution of (5.16) (with no slack, i.e. no box
constraints):

1. Let@Q* be a dual optimal solution.
2. Calculate the singular value decompositigh® Y = UAV".

3. LetU € R™P andV € R™*? be the columns ot/ and V with
singular value exactly one.

4. For everyQ:, > 0, consider the equatioN}, = U;RR'V! = Y;, and
solve these as linear equations in the entrieR Af.

5. X* = URR'V is an optimal solution of (5.4).

5.4.4 Using the Dual: Recovering Specific Entries ok *

The approach described above requires solving a large system of linear equa-
tions (with as many variables as observations). Furthermore, especially when
the observations are very sparse (only a small fraction of the entries in the
target matrix are observed), the dual solution is much more compact then the
prediction matrix: the dual involves a single number for eabkerveden-
try. It might be desirable to avoid storing the prediction maik explicitly,
and calculate a desired ently; , , or at least its sign, directly from the dual
optimal solution@*.

Consider adding the constraift;,,, > 0 to the primal SDP (5.11). If
there exists an optimal solutioXi* to the original SDP withX; , > 0, then
this is also an optimal solution to the modified SDP, with the same objective
value. Otherwise, the optimal solution of the modified SDP is not optimal for
the original SDP, and the optimal value of the modified SDP is higher (worse)
than the optimal value of the original SDP.
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Introducing the constraink; ,, > 0 to the primal SDP (5.11) corre-
sponds to introducing a new variatglg, ,, to the dual SDP (5.15), appearing
in Q ®Y (with Y;,,, = 1) butnotin the objective. In this modified dual,
the optimal solutiorQ* of the original dual would always be feasible. But,
if X7 ,, < 0inall primal optimal solutions, and the modified primal SDP
has a higher value, then so does the dual,@nés no longer optimal for the
new dual. By checking the optimality @* for the modified dual, e.g. by
attempting to re-optimize it, we can recover the sigXgf,, .

We can repeat this test once witf),, = 1 and once withy; ., = —1,
corresponding 0¥, < 0. If Y4, X7 ., < 0 (in all optimal solutions),
then the dual solution can be improved by introducipg,, with a sign of

5.4.5 Max-Norm Minimization as a Semi-Definite Program

The max-norm can also be characterized with a similar positive semi-definite
matrix. However, if before we were interested in summing the norms of the
rows of U andV, now we are interested in bounding them:

Lemma 15. For any X € R™*™ andt € R: || X]||

there existsA € R"*™ and B € R™*™ such that )?, )Eg
definite with diagonal elements at madi.e. A;; < t and B,, < ¢t for all
i,a).

< t if and only if

max —

is positive semi-

Similarly to (5.11) we have the following SDP for the soft-margin max-
norm minimization problem (5.9):

Ay <t Y,
Baa S t va
mint + ¢ i St A4 X1 =0 5.23
Laze:sg [X B] yiaXia 2 1- gia v, ( )
gia > 0 ia€S

And the corresponding dual:

I', A are diagonal
_ I (-Qay) -
max 3 Qi St [Coory X720 wT+ua=1 (529)
ia€S 0 < Gia <c viaGS

where again the dual variables a&pg, for eachia € S and(@Q ® Y denotes
the sparse matrikQ ® Y);, = Qi.Yi, for ia € S and zeros elsewhere.
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5.4.6 Predictions for new users

So far, we have assumed that learning is done on the known entries in all rows.
It is commonly desirable to predict entries in a new partially observed row of
Y (a new user in a collaborative filtering task), not included in the original
training set. This essentially requires solving a “conditional” problem, where
V is already known, and a new row bfis learned (the predictor for the new
user) based on a new partially observed rowXofUsing large-margin matrix
factorization, this is a standard SVM problem.

5.5 Loss Functions for Ratings

In our discussion of matrix completion so far, we have focused on binary clas-
sification target matrices, where target labels take only two possible values.
In Chapter 3 we also discussed various loss functions appropriate for real-
valued observations, and in particular the ubiquitous sum-squared loss. But
for many collaborative filtering problems, the user preferences are specified
as discrete ratings, or levels, in some integer range, e.g. one to five “stars”.

This type of label falls between real-valued and multi-class labels. Al-
though discrete like multi-class labels, they have a particular ordering, like
real-valued labels. In order to apply the suggested matrix completion meth-
ods to such data, we need to choose an appropriate loss function.

Rating data has been considered both in the statistical literature [59, 29]
and in the machine learning literature [69, 25, 21, 39]. Some approaches
extract from the rating levels binary comparison relationships on the rated
items and thus map the problem to a partial ordering problem [39]. Here
we focus on approaches that use real-valued predictoasnd assign a loss
losqz; y) relative to each rating levgl We are particularly interested in loss
functions imposing a margin between predictors corresponding to different
levels.

5.5.1 Threshold Based Loss Functions

Several loss functions, which are generalizations of standard loss functions
for binary classification, have recently been suggested in the machine learning
literature. Most of these are based on separating the real line into (possibly
infinite length) intervals corresponding to the rating levels.

For binary classification, a single threshold (zero) separates between pos-
itive and negative predictions. Fdt rating levels,R — 1 thresholdsh; <
-+ < bgr_1 are necessary. We will also dendte= —oco andbr = oo for
convenience. A predictarthen corresponds to the rating levék) such that
br(z)fl <z < br(a:)
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The simple zero-one loss (Igg$x) = 0 if r(z) = y and zero otherwise)
does not reflect how far away the correct rating is from the predicted rating.
A simple alternative is the absolute rank difference loss

l0sSra(x;y) = |r(x) —y|.

This loss might correspond well to the actual cost of rating errors. In fact,
we might want to measure the generalization error (over the entire matrix)
in terms of this loss. However, this loss not convex and does not impose a
separation margin.

Shashua and Levin [69] suggested imposing a hinge loss on each end of
the interval corresponding tp That is:

losqz;y) = max(0,by—1 + 1 — z) + max(0,z — b, — 1).

Other standard convex loss functiok{g), such as logistic or exponential
loss, can be used instead of the hinge loss in a similar way, with the general
form:

losqz;y) = l(z — by—1) + I(by — x),

wherel(co) = 0.

However, such loss functions do not bound the absolute rank difference,
which might be desirable if our true objective is to minimize the overall ab-
solute rank difference [10]. Although they penalize predictions which are far
away on the real line from the “target segment”, they do not take into account
that variations in some regions of the real line (corresponding to large target
segments) are not very expensive, while variations in other regions, across
densely concentrated thresholds are more expensive.

An alternative is to superimpose the loss functions associated with all
thresholds, not only those bounding the segment corresponding to

y—1 R—1
losqz;y) = Z l(x—b.)+ Z 1(b, — ).

This loss function might lead to a slightly more complicated objective. In
particular, for the hinge loss it corresponds to more constraints in the learning
optimization problems. However, it might reduce the generalization error,
particularly with respect to the absolute rank difference, and perhaps also
yield better generalization error bounds.

In either case, the thresholds need to be determined. Although it is pos-
sible to fix the thresholds in advance, significant flexibility can be gained by
fitting the threshold from the data [69, 21]. In the context of matrix factor-
ization, it is possible to fit one set of thresholds for the entire matrix, or fit
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separate thresholds for each row or for each column. This can allow us, for
example, to account for user variations in the use of different ratings, as an
alternative to explicit normalization.

5.6 Implementation and Experiments

All of the methods described in this chapter were implemented in MATLAB.
Two sets of MATLAB routines are provided:

e Routines that useaLmIP [54] to solve the semi-definite programs,
using any ofyALmIP’s interfaced solvers. These routines return the
optimal matrixX (as well as the optimal dual solution).

e Routines that write down the semi-definite program in standard
sparse-sdpa format. The semi-definite program can then be solved
externally using any SDP engine. Further routines are provided for
reading the solution and extracting the optimal

We conducted preliminary experiments on a subset of the 100K Movie-
Lens Datasét consisting of the 100 users and 100 movies with the most
ratings. We used CSDP [17] to solve the resulting SDFP&e ratings are on
a discrete scale of one through five, and we experimented with both general-
izations of the hinge loss above, allowing per-user thresholds. We compared
against WLRA and K-Medians (described in [56]) as “Baseline” learners. We
randomly split the data into four sets. For each of the four possible test sets,
we used the remaining sets to calculate a 3-fold cross-validation (CV) er-
ror for each method (WLRA, K-medians, trace norm and max-norm MMMF
with immediate-threshold and all-threshold hinge loss) using a range of pa-
rameters (rank for WLRA, number of centers for K-medians, slack cost for
MMMF). For each of the four splits, we selected the two MMMF learners
with lowest CV ZOE and MAE and the two Baseline learners with lowest
CV ZOE and MAE, and measured their error on the held-out test data. Ta-
ble 5.1 lists these CV and test errors, and the average test error across all four
test sets. On average and on three of the four test sets, MMMF achieves lower
MAE than the Baseline learners; on all four of the test sets, MMMF achieves
lower ZOE than the Baseline learners.

Lhttp://iwww.cs.umn.edu/Research/GroupLens/
2Solving with immediate-threshold loss took about 30 minutes on a 3.06GHz Intel Xeon.
Solving with all-threshold loss took eight to nine hours.
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Test ZOE MAE

Set Method Ccv Test Method CcVv Test
1 WLRA rank 2 0.547 | 0.575 K-Medians K=2 0.678 | 0.691
2 WLRA rank 2 0.550 | 0.562 K-Medians K=2 0.686 | 0.681
3 WLRA ank 1 0.562 | 0.543 K-Medians K=2 0.700 | 0.681
4 WLRA rank 2 0.557 | 0.553 K-Medians K=2 0.685 | 0.696

Avg. 0.558 0.687

1 max-norm C=0.0012 0.543 | 0.562 | max-norm C=0.0012 0.669 | 0.677
2 trace norm C=0.24| 0.550 | 0.552 | max-norm C=0.0011 0.675 | 0.683
3 max-norm C=0.0012 0.551 | 0.527 | max-norm C=0.0012 0.668 | 0.646
4 max-norm C=0.0012 0.544 | 0.550 | max-norm C=0.0012 0.667 | 0.686
Avg. 0.548 0.673

Table 5.1: Baseline (top) and MMMF (bottom) methods and parameters that
achieved the lowest cross validation error (on the training data) for each
train/test split, and the error for this predictor on the test data. All listed
MMMF learners use the “all-threshold” objective.

5.7 Discussion

Learning a large-margin matrix factorization requires solving a sparse semi-
definite program. We experimented with generic SDP solvers, and were able
to learn with up to tens of thousands of labels. We propose that just as
generic QP solvers do not perform well on SVM problems, special purpose
techniques, taking advantage of the very simple structure of the dual (5.15),
might be necessary in order to solve large-scale large-margin matrix factor-
ization problems. An iterative update procedure for the dual would allow us
to not only find the optimal dual, but also extract entries in the primal optimal
solution from the dual optimal, using the methods of Section 5.4.4.

SDPs were recently suggested for a related, but different, problem: learn-
ing the features (or equivalently, kernel) that are best fsingle prediction
task [48]. This task is hopeless if the features are completely unconstrained,
as they are in our formulation. Lanckriet alsuggest constraining the al-
lowed features, e.g. to a linear combination of a few “base feature spaces”
(or base kernels), which represent the external information necessary to solve
a single prediction problem. It is possible to combine the two approaches,
seeking constrained features for multiple related prediction problems, as a
way of combining external information (e.g. details of users and of items)
and collaborative information.

An alternate method for introducing external information into our for-
mulation is by adding t&/ and/orV additional fixed (non-learned) columns
representing the external features. This method degenerates to standard SVM
learning wherl” is a vector rather than a matrix.
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Chapter 6

PAC-type Bounds for Matrix
Completion

A central type of result in machine learning is probabilistic post-hoc bounds
on the generalization error of predictors. The classic setting for such a re-
sult is learning a classification based on a random supervised training set.
An important aspect is that no assumptions are made about the source of the
examples presented to the learner, other than the central assumption that all
examples are drawn i.i.d. from the same unknown source distribution. PAC
(Probably Approximately Correct) bounds then assure us that regardless of
the source distribution, with certain probability over the random training set,
the expected error over future samples from the same source will not be much
more than the average error over the training set. Although such bounds do
not provide for an a-priori guarantee on the performance of the predictor,
and such an a-priori guarantee cannot be expected without assumptions on
the source distribution, they do provide a post-hoc guarantee in terms of an
observed quantity—the training error. The relationship between the proba-
bility of failure, the degree of approximation and the sample size is generally
governed by the complexity of the class from which the predictor is chosen.

Similar types of bounds can be shown on the generalization error of ma-
trix completion via matrix factorization. The major assumption made, par-
alleling the i.i.d. source assumption, is that entries in the target matrix to
be observed are chosen randomly. The bounds will then be stated with high
probability over the choice of the random subset of observed entries. With
this probability, we will bound the overall discrepancy between the entire
predicted matrixXX and the target” as a function of the discrepancy on the
observed entries. The bounds will hold fomytarget matrixy”.
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arbitrary source distribution < target matrixy”
arbitrary random training set<  random sefS of observed entries

hypothesis & predicted matrixX
training error < observed discrepan@s(X;Y)
generalization error & true discrepancP(X;Y)

Figure 6.1: Correspondence with post-hoc bounds on the generalization error
for standard prediction tasks.

More formally, bounds of the following type will be shown:

Yy e pnxd I;r (VxexD(X;Y) < Dg(X;Y) + e(n,d,|S|, X,6)) >1 -6

where the distribution o1$' is uniform over all subsets df| entries, X is a
class of matrices,

1
D(X;Y) = — > " losY Xia; Yia)

is the average discrepancy over the entire prediction matrix, and

1
Ds(X;Y) = 51 > 105 Xio; Yia)

is the average observed discrepancy. Such results ensure that the bound on
the overall prediction error hold also for the specific matrix in the cldss
chosen by the learning algorithm.

6.1 Bounds for Low-Rank Matrix Factorization

In this section, we consider generalization error bounds for the class of rank-
k matrices,X;, = {X|rank X = k}. The allowed rank: is a complexity
parameter that will determine the relationship between the samplé%ize
and the errok.

6.1.1 Prior Work

Previous results bounding the error of collaborative prediction using a low-
rank matrix all assume the true target matkixis well-approximated by
a low-rank matrix. This corresponds to a large gap between the top few
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singular values ol and the remaining singular values (a lagjgengap.

Azar et al[8] give asymptotic results on the convergence of the predictions
to the true preferences, assuming the true target matrix has a large eigengap.
Drineaset al[27] analyze the sample complexity needed to be able to predict

a matrix with an eigengap, and suggest strategies for actively querying entries
in the target matrix. To our knowledge, this is the first analysis of the general-
ization error of low-rank methods that does not make any assumptions about
the true target matrix.

Generalization error bounds (and related online learning bounds) have
been previously discussed for collaborative prediction applications, but only
when prediction was done for each user separately, using a feature-based
method, with the other users’ preferences as features [21, 23]. Although these
address a collaborative prediction application, the learning setting is a stan-
dard feature-based setting. These methods are also limited, in that learning
must be performed separately for each user.

Shaw-Tayloret a[70] discuss assumption-free post-hoc bounds on the
residual errors of low-rank approximation. These results apply to a different
setting, in which a subset of the rows are fully observed, and bound a different
guantity, the distance between rows and the leasubdpacerather than the
distance to predicted entries.

6.1.2 Bound on the Zero-One Error

We begin by considering binary labélg, € {+} and a zero-one sign agree-
ment loss:

l0s Xia; Yia) = 1v,, x,.<0 (6.1)

Theorem 16. For anymatrixY € {£1}"*™, n,m > 2, § > 0 and integer
k, with probability at leastl — ¢ over choosing a subsé& of entries inY’
uniformly among all subsets | entries:

k(n 4+ m)log 8¢ —log §
2|5]

\V/X,rankX<k D(Xa Y) < DS(va) + \/

where the discrepancies are with respect to the zero-ongosy The loga-
rithms are base two, andis the natural base.

To prove the theorem we employ standard arguments about the general-
ization error for finite hypothesis classes with bounded cardinality (e.g. [26,
Theorem 8.3]).

First, fix Y as well asX € R™*™. When an index paifi, a) is cho-
sen uniformly at random, 106X’;,; Y;,) is a Bernoulli random variable with
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probability D(X;Y") of being one. If the entries of are chosen indepen-
dently and uniformly,|S|Ds(X;Y") is Binomially distributed with mean
|S|D(X;Y), and using Chernoff’s inequality:

Pr(D(X;Y) = Ds(X;Y) +¢) < e 291 (6.2)

The distribution ofS in Theorem 16 is slightly different, asis chosen with-
out repetitions. The mean @s(X;Y) is the same, but the distribution is
more concentrated, and (6.2) still holds.

Now consider all ranks matrices. Noting that l10$X;,; Y;,) depends
only on thesignof X,,, it is enough to consider the equivalence classes of
matrices with the same sign patterns. lf¢t, m, k) be the number of such
equivalence classes, i.e. the number of possible sign configuratians of
matrices of rank at mogt

F(n,m,k) ={signX € {—,0,+}"*™|X € R"*™ rank X < k}
f(n,m, k) = |F(n,m, k)|

where signX denotes the element-wise sign matrix.

For all matrices in an equivalence class, the random variapleX; V) is
the same, and taking a union bound of the evéNtX;Y) > Dg(X;Y) + ¢
for each of thesg (n, m, k) random variables, we have:

1 —1
Pr <Hx,wnkxgw<X;Y> > Dy(X;Y) + \/ el °g5> =

6.3)
by using (6.2) and setting= W. The proof of Theorem 16

rests on bounding(n, m, k), which we will do in the next section.

Note that since the equivalence classes we defined do not depend on the
sample set, no symmetrization argument is necessary. One might suggest im-
proving the bound using more specific equivalence classes, considering only
the sign configurations of entries it However, not much can be gained
from such refinements. Consider, for example, bounding the numhgr of
specific equivalence classes pgn, m, k, |S|) < |S|V using VC-dimension
arguments. Then we havgn,m,k) < (nm)Y, and since for meaning-
ful sample size$S| > max(n, m) (otherwise we cannot hope to general-
ize), the improvement in the bound is by at most a constant factor of two,
which is lost in the symmetrization arguments. Bounding the growth func-
tion f(n,m, k,|S|) directly might yield improvements for a specific sample
size, but sincef (n,m, k) < f(n,m,k,|S|)!°e™™, the improvement would
not be by more than a factor tfg nm.
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6.1.3 Sign Configurations of a Low-Rank Matrix

In this section, we bound the numbg(n,m, k) of sign configurations of
n x m rank+% matrices over the reals. We follow a course outlined by Alon
[3].

Any matrix X of rank at most can be written as a produdf = UV’
whereU € R™* andV € R**™, In order to bound the number of sign
configurations ofX, we consider thé(n + m) entries ofU, V as variables,
and thenm entries ofX as polynomials of degree two over these variables:

k
Xia = Z Uiavaa
a=1

appendix A presents a bound on the number of sign configurations of poly-
nomials of bounded degree. Applying Theorem 34 from the Appendix, we
obtain:

)k:(n—f—m)

Lemma 17. f(n,m, k) < (86'2%

k(n+m) < (166m/k)k(n+m)

Using this bound in (6.3) would yield a factor hfg % in the bound.
In considering sign configurations, we differentiate between zero entries and
non-zero entries. However, for each entry, we only care about two possible
states ofX,,: Either it has the same sign &g, or it does not, and in the latter
case we do not care if it is zero or of opposite sign. For any fixed matitx
is therefore enough to consider the configuration of sign agreement¥’with
which can be bounded using Theorem 35:

Lemma 18. For anyY € {£}"*™, the number of configurations of sign
agreements of rank-matrices withY” is bounded by

de-2-nm
k(n+m)

k(n+m)
) < (8€m/k)k(n+m)
This establishes Theorem 16

Lower bound on the number of sign configurations These upper bounds
on the number of low-rank matrices are tight up to multiplicative factors in
the exponent.

Lemma 19. For m > k2, f(n,m, k) > mz(k=1n

Proof. Recall that ranks matrices are those that can be writtenXas= UV’
with an inner dimension ok. Fix any matrixVV € R™** with rows in
general position, and consider the numpet, V, k) of sign configurations of
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matricesU' V', whereU varies over alh x k matrices. Each row of sighi V'’

is a homogeneous linear classification of the rowd/ofi.e. of m vectors
in general position iR*. Focusing only on-/— sign configurations (no
zeros inU'V'), there are exactl(Z El o (1)) possible homogeneous linear

classifications ofn vectors in general position iR*, and so these many
options for each row of sigh’V’. We can therefore bound:

fln,m, k) > f(n,V, k) > (Z >

m n(k=1) (k=1)n L(k—1)n
e e e T

Related Work

The number of sign configurations of low-rank matrices was previously con-
sidered in the context of unbounded error communication complexity.
Consider two parties, Alice and Bob, who would like to jointly calcu-
late a functionA(i, a) : [n] x [m] — +1 where Alice holds the inputand
Bob holds the input.. Alice and Bob would like to communicate as little
as possible between them, so that at the end of the computation each one of
them would hold the correct answer with probability greater than half (both
Alice and Bob are unlimited computationally). Thabounded error com-
munication complexitpf a function A is the minimum numbee such that
there exists a probabilistic protocol, under which no more thbits are ex-
changed between Alice and Bob for any input, and for any input, at the end
of the computation, both Alice and Bob halt{i, a) with probability greater
than half. ViewingA as ann x m matrix, its unbounded communication
complexity is roughly the logarithm of its rank, and more precisely bounded
by [62, Theorem 2]:

[logrank A] < ¢ < [logrank A] 4+ 1

In order to show the existence of functions with high unbounded error
communication complexity, Alon, Frankl andBl [1] bound the number of
sign configurations of low-rank matrices by

f(n, m, k) < m}jn (S(nm/]ﬂ )(n+m)k+h+m .

They then use counting arguments to establish that some (in fact, most) binary
matrices can only be realized by high-rank matrices, and therefore correspond
to functions with high unbounded error communication complexity.
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The results presented here are based on a result of Warren’s (Theorem
33), discussed in the appendix and used to obtain bounds on the number of
sign configurations of polynomial systems. Alon, Frankl ari@R1] use
a result of Milnor similar to Warren’s Theorem 33, but yielding a slightly
weaker bound. Milnor's and Warren’s theorems were previously used for
bounding the VC-dimension of certain geometric classes [12], and of general
concept classes parametrized by real numbers, in terms of the complexity of
the boolean formulas over polynomials used to represent them [32]. This last
general result can be used to bound the VC-dimension of sighs af rank-

k matrices by2k(n + m) log(48enm), yielding a bound similar to Theorem
16 with an extrdog | S| term. Here, we took a simpler path, applying Warren’s
theorem directly, and thus avoiding the |S| term and reducing the other
logarithmic term. Applying Warren’s theorem directly will also enables us
to bound thepseudodimensiofsee next section) and obtain the bound of
Theorem 22 for general loss functions.

Another notable application of Milnor’s result, which likely inspired these
later uses, is for bounding the number of configurations pdints inR¢ with
different possible linear classifications [33, 2]. The bound on the number of
point configurations can also be used to obtain a bound on the humber of sign
configurations of low-rank matrices, as described by Alon, Frankl ail R
[1] and independently by the author of this thesis [73]: First, a fixed métrix
is considered, and a bound on the number of sign configuratiokis-efU V"’
is obtained, where only is variable. Each column df V"’ is a linear sepa-
ration of the rows of/. The number of linear separations:opoints inR*
is less thar2(k + 1)n*~1, and so the number of sign configurations for any
fixed U is less than(2(k + 1)n*~1)™. This bound should be multiplied by
the number of different matricdg, i.e. the number of matricas yielding
different sets of possible sign configurations. The important aspdctisf
the different ways its rows can be linearly separated, i.e. the set of covectors
the rows ofU define. And so, what we are after is the number of possible
different sets of covectors realizable hyvectors inR*, i.e. the number of
possible realizable oriented matroids [15]. There are at m&$t-")" ori-
ented matroids realizable bypoints inR* [33, 2], yielding a bound of

f(n,m,k) < (2(]{} + 1)nk71)mnk(k+1)n < 2kmlog2n+k(k+1)nlogn (64)

Alon, Frankl and Rdl used a different bound on the number realizable ori-
ented matroids, bounding it k@ﬁdJrO(”Q), which is looser for smalk, but
slightly tighter then (6.4) whek = ©(n). The bound of Theorem 34 avoids
the quadratic dependence @nin the exponent, and yields these weaker
bounds obsolete.

95



6.1.4 Other Loss Functions

In Section 6.1.2 we considered generalization error bounds for a zero-one
loss function. More commonly, though, other loss functions are used, and it
is desirable to obtain generalization error bounds for general loss functions.

When dealing with other loss functions, the magnitude of the entries in
the matrix, and not only their signs, are important. It is therefore no longer
enough to bound the number of sign configurations. Instead, of bounding
the number of ways low-rank matrices behave with regards to a threshold of
zero, we will now bound the number of possible ways low-rank matrices can
behave relative to any set of thresholds. That is, for any threshold rfiatrix
R™*™ we will show that the number of possible sign configurationSf-

T), whereX is low-rank, is small. Intuitively, this captures the complexity
of the class of low-rank matrices not only around zero, but throughout all
possible values.

We then use standard results from statistical machine learning to obtain
generalization error bounds from the bound on the number of relative sign
configurations. The number of relative sign configurations serves as a bound
on thepseudodimensierthe maximum number of entries for which there
exists a set of thresholds such that all relative sign configurations (limited to
these entries) is possible. The pseudodimension can in turn be used to show
the existence of a smadknet. Roughly speaking, andnet is a finite set
of matrices (the number of which we will bound) such that every low-rank
matrix has entries withir of some matrix in the:-net. We can then use
arguments similar to those in the proof of Theorem 16, taking a union bound
only over the matrices in thenet and arguing that the error for any other
matrix is within e of one of these matrices. Thenet we actually use is not
ane-net for the low-rank matrices themselves, but of the element-wise losses
of these matrices relative to a fixed target matrix.

The Pseudodimension of Low-Rank Matrices

Recall the definition of the pseudodimension of a class of real-valued func-
tions:

Definition 4. A classF of real-valued functionpseudo-shatterthe points
x1,...,T, Withthresholds,, ..., t, if for every binary labeling of the points
(81,...,8n) € {4, —}" there existsf € F s.t. f(z;) < t; iff s;, = —. The
pseudodimensioaf a classF is the supremum over for which there exist
points that are pseudo-shattered By(with some thresholds).

The pseudodimension is a generalization of the VC-dimension, which is
defined only for classes of indicator functions. The pseudodimension is also
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equal to the VC-dimension of treubgraphof F, that is, the class of the sets
{(z,y) | f(z) < y} for eachf € F. Classes with finite pseudodimension
are known a®/C subgrapltlasses.

In order to apply known results linking the pseudodimension to covering
numbers, we consider matricé§ € R"*™ as real-valued functionX :
[n] x [m] — R over index pairs to entries in the matrix. The clags of
rank+% matrices can now be seen as a class of real-valued functions over the
domain[n] x [m]. We bound the pseudodimension of this class by bounding,
for any threshold matrif” € R™*™ the number ofelative sign matrices

Gr(n,m, k) = {signt (X — T) € {—, +}™*™|X € R"*™ rank X < k}
gr(n,m, k) = |Gr(n,m, k)|

wheresign® X denotes the element-wiggnary sign matrix (sign X ), =
1 i X > . . -, . .
{_1 o < (1), where zero is considered as positive, in accordance with our

definition of shattering.

Lemma 20. For anyT € R™*™, we haveyr(n,m, k) < (&Tm)k(wm)-

Proof. We take a similar approach to that of Lemmas 17 and 18. Any matrix
X of rank at most can be written as a produst = UV’ wherelU € R™**
andV € R¥*™_ we consider thé(n + m) entries ofU, V' as variables, and
thenm entries ofX — T as polynomials of degree two over these variables:

k
(X - T)La = Z Utavaa - Tia
a=1

Applying Theorem 35 from the appendix yields the desired bound. [

Corollary 21. The pseudodimension of the clagsof n x m matrices over
the reals of rank at mosit is less thark(n + m) log 2.

A Generalization Error Bound

Viewing rank% matrices as real-valued functions over index pairs, standard
results in statistical machine learning provide us with a bound on the gener-
alization error in terms of the pseudodimension. Substituting the bound on
the pseudodimension from Corollary 21 in Theorem 44 from the appendix
we obtain:

Theorem 22. For any monotone loss function witlesg < M, any matrix
Y e {£1}"*™,n,m > 2,§ > 0 and integerk, with probability at leastl — ¢
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over the choice of a subsstof entries inY’, uniformly among all subsets of
|S| entries:
v)(',rank)(<k D(X7 Y) < DS(X7 Y) +e€

where:

M]S|
k(n+m)

k(n +m)log 8ekm log —logd

e=26
5]

6.2 Bounds for Large-Margin Matrix Factoriza-
tion

In this section, we consider generalization error bounds for Large-Margin
Matrix Factorization. More specifically, we provide bounds that holdatbr
learned matriceX(, but where the bound on the generalization error depends
on either the trace norm or the max-normXf Since the norms are a scale-
sensitive measure of complexity, the bounds depend on the scale in which the
loss function changes, as captured by the Lipschitz continuity constant of the
loss function. Recall that:

Definition 5. A functionf : R — R is Lipschitz continuous with constant
if for everyxy, xs:

[f(x1) = f(a2)] < Llzy — a2

In particular, differentiable functions with a bounded derivative are Lips-
chitz continuous with a constant equal to the bound on the derivative. We say
that a loss function lossR x Y — R is Lipschitz continuous with constant
L if for everyy, losqz, y) is Lipschitz continuous in: with constant_.

6.2.1 Bounding with the Trace Norm

Theorem 23. For all target matricest” € {£1}"*™ and sample size$| >
nlogn, and for a uniformly selected sampeof | S| entries inY’, with prob-
ability at leastl — ¢ over the sample selection, the following holds for all
matricesX € R™*":

1 1
— > 1058 Xia; Yia) < = > 1054 X405 Via)+
nm ‘S| ia€S

X1y 4 (n+m)lnn In(1 + [log || X, |) In(4/9)
KL—X+Inm + tr 2 4
Vvnm 1S S| 2|5
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WhereK is a universal constant that does not dependYan,m, the loss
function, or any other quantity, and loss is Lipschitz continuous with constant
L, and we assume > m.

By bounding the zero-one error in terms of a piecewise linear margin
loss los$z,y) = max(0, min(yz — 1,1)), which in turn is bounded by the
zero-one margin loss, the generalization error bound can be specialized to
bounding the true zero-one error in terms of the empirical zero-one margin
error:

Corollary 24. For all target matricesY € {£1}"*™ and sample sizes
|S| > nlogn, and for a uniformly selected sampfeof |S| entries inY,
with probability at leastl — § over the sample selection, the following holds
for all matricesX € R™*™ and ally > 0:

1
7|{ia‘XiaYvia < 0}' < |S||

eI Kl g — TH'm Jinn [In(1 + |log | Xl /7)) | /In(4/9)
’y\/nm |S] * 2|5

To understand the scaling of this bound, it is useful to consider the scaling
of the trace norm for matrices that can be factored Xite- UV’ where the
norm of each row ot/ andV is bounded by-. The trace norm of such ma-
trices is at most2,/nm, leading to a complexity term of?. Recall that the
conditional problem, wher# is fixed and onlyU is learned, is a collection
of low-norm (large-margin) linear prediction problems. When the norms of
rows inU andV are bounded by, a similar generalization error bound on

the conditional problem would include the te \SI’ matching the term

in Theorem 23 up to log factors. We see, then, that learhoty U and V'
does not introduce significantly more structural risk than learning just one of
them.

Also of interest are low-rank matrices. Since the rank is not a scale-
sensitive measure, we must impose a scale constraint, and we do so by bound-
ing the entries in the matrix. For low-rank matrices we have

1X],, < Vrank X || X||g,, < Vrank XnmB (6.5)

whereB is a bound on the entries in the matrix. This inequality yields:

{ia € S| Xi0Yia < }+

Corollary 25. For all target matricesY € {£1}"*™ and sample sizes
|S| > nlogn, and for a uniformly selected sampfeof |S| entries inY,
with probability at leastl — § over the sample selection, the following holds
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for all rank-k matrices with bounded entrie$ € [-B, B]"*™:

- Z |OSqu3 Y;a | Z IOSiXMM Ylﬂ)

ia€S

n—+m)lnn In(4/9)
+ KBVInm +
” \/ 5] \/ 20s]

where K is a universal constant that does not dependYom,m the loss
function or any other quantity, and lossisLipschitz.

When the loss function is bounded only by the Lipschitz continuity and
the bound on the entries iX, this bound provides the same guarantee as
Theorem 22, up to log factors. However, Theorem 22 avoids the dependence
on the magnitude of the entries i§ when the loss function is explicitly
bounded.

This is the best (up to log factors) that can be achieved without explicitly
bounding the loss function. But for bounded loss functions, directly analyzing
the covering number of bounded low-rank matrices yields a bound that scales
only logarithmically withB.

6.2.2 Proof of Theorem 23

To prove the theorem, we consider matricése R"*™ as functionsX :
[n] x [m] — R from index pairs to entries in the matrix, and bound their
Rademacher complexifgee Appendix D) as such. The proof is then an ap-
plication of Theorem 45 (Theorem 2 of [61]).

In order to calculate the Rademacher complexity of matrices with bounded
trace norm, we calculate the Rademacher complexity of unit-norm rank-one
matrices,

X1[1] = {uw' |u € R", v € R™, |u] = |v] =1}, (6.6)

and use the fact that the Rademacher complexity does not change when we
take the convex hull of this class. We first analyze the empirical Rademacher
complexity for any fixed sampl#&, possibly with repeating index pairs. We
then bound the (average) Rademacher complexity for a sampfg ofdex

pairs drawn uniformly at random frofm] x [m] (with repetitions). The re-
sulting generalization error bound applies to samples selected by this process,
and therefore also bounds the more concentrated situation of samples drawn
without repetitions.
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The Empirical Rademacher Complexity

For an empirical sampl® = {(i1, a1), (i2, az2),...} of |S| index pairs, the
empirical Rademacher complexity of rank-one unit-norm matrices is the ex-
pectation:

15|

. 2
Rg(Xi[1]) = E, sup E Z Tali, Vg,
[ul=[v|=1 a—1

whereo,, are uniform=+1 random variables. For each index péira) we
will denote bys;, the number of times it appears in the empirical santhle
and consider the random variables

Oia — Z Oq-
(iarsa0)=(i:0)
Since the variables,, are independent,
E [02'211] = Z E [UZ] = 8iq - 1 = 844
(imsa0)=(i,0)
We can now calculate:
R 2
Rs(Xi[1])) = E, sup |—- Z OialiVq
Ju|=]v|=1 |S| ia
2
=—E,| sup [uov]
S| Lu_y|_1

_ 26, o]l

S| (6.7)

wherec is ann x m matrix of o;,.

The Rademacher complexity is equal to the expectation of the spectral
norm of the random matrix (with a factor of‘%‘). Using the Frobenius
norm to bound the spectral norm, we have:
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Rs(X[1]) ==-E, [lo]l,] < %Ea (™

|5

2 /
= EEU ZO’%G
< 2 / 2
= E ZEU [aia]

2 2 2
= = S s= = VI8 = ——
sy 2~ Y8 =

As a supremum over all sample sétsthis bound is tight.

(6.8)

Examples of worst-case empirical Rademacher complexity

Consider a sample df| identical index pairs, i.es;; = |S| ands;, = 0
elsewhere. The maximizing andv haveu; = v; = 1 and the Rademacher
complexity is essentially the expectation of the distance from the origin of a

1-D|S|-step random walk [|o1[] & |/ 2%+ andRg = \;% [86, 60].

As an even tighter example of a bad sample without repeated entries, con-
sider a sample dfS| index pairs, all in the same column. The rank-one unit-
norm matrix attaining the supremum would match the signs of the matrix with
+—L_ yielding an empirical Rademacher complexit 9@:

V] Yl g p plexity g

The form of (6.8) is very disappointing, as it would lead to a terr&\%%:‘f
in a generalization error bound using Theorem 45. Even a matrix of constant

sign requires a trace norm gfnm to represent with margin 1. This would
indicate that to get a meaningful bound we would ng&d> nm, i.e. more
sample entries than entries in the matrix—not a very useful situation.

In order to get a meaningful bound, we must analyze the expected spectral
norm more carefully.

Bounding the Expected Spectral Norm E [||o||,]

Instead of using the Frobenius norm, we bound the expected spectral norm
directly. We do so by applying Theorem 3.1 of [68] (see Appendix E), which
bounds the expected spectral norm of matrices with entries of fixed magni-
tudes but random signs in terms of the maximum row and column magnitude
norms. IfS contains no repeated index paisg,(= 0 or 1), we are already in

this situation, as the magnitudesmofire equal ts. When some index pairs
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are repeated, we consider a different random matirixhich consists of sign
flips of s;4:
Oia = €iaSia (69)

whereg;, are i.i.d. unbiased signs. Applying Theorem 3.5} we obtain:

1
E- (1611, < K (m) @ (max |s;.| + max]s.|)
3 a

1
= K(lnm)4 | max /Zsfa—i—max /Zsfa (6.10)

wheres;. ands., are row and column vectors of the matexand K is the
absolute constant guaranteed by Theorem 3.1 of [68].

To see thak. [||5]|,] provides an upper bound on the Rademacher com-
plexity, we prove that such “sign consolidation” can only increase the Rademacher
complexity.

Consolidating Signs of Repeated Points

We show that for any function class and distribution, the Rademacher com-
plexity can be bounded from above by consolidating all random signs corre-
sponding to the same point into a single sign. We first show that consolidating
a single sign can only increase the Rademacher complexity:

Lemma 26. For any function classF and sampleS = (z1,...,z,) with
T1 = To.
n n
Es |sup oif(z;)|| < Eg |sup |022f(w2) + ) oif(x:)
L‘ef ; feF ? ? Zz:;

whereg; are i.i.d. unbiased signs (the expectation on the right is everl,
rather thann, random signs).
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Proof. We first note that removing;, x5 can only decrease the expectation:

Eo [S{UP Zgz'f(l’i)

ferli=

] (6.11)

|

n

o1f(z1) + o2 f(w2) + Z oif(xi)

=Eos., |Eoion [SUP
L fer i=3

2 EUs:n Sup 01 [Ulf(‘rl)] + Eaz [JQf x2 + Zazf xz ‘|
L 1=3
= E,,, |sup Zm,f(xi)] (6.12)
Fli=s3

And now calculate, using (6.12) for the inequality:

|

=Pr(oy # E, lsup

n

e oS

fer i

Egz xl

+ Pr(oy = 02)E, [sup
feFx

n

022 f(x2 —I—Z:az x;)

=3

= |

Subtracting the first term on the right-hand side from the original left-hand
side gives us the desired inequality. O

Z sz xz

i=1

022 f(x2) +Zsz (x;

=3

S Eo |sup
fer

By iteratively consolidating identical sample points, we get:

Lemma 27 (Sign Consolidation).For any function class and samples =
(z1,...,z,), denote by, the number of times a sample appears in the class,
and leto,, be i.i.d. unbiased random signs. Then:

oz f (T
jer |1S] 4 Z
Bounding the Row and Column Norms of a Uniformly Random Sample

Rs(F) < [sup

We now consider the Rademacher complexity with respect to a sangie
|S| (where|S| is fixed) index pairs, chosen independently and uniformly at
random:
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_ 2
|S]
K 1

< ;. -a .

< |S|(lnm)4 (ES [mlax|5, |} +Eg {méxx|s |]) (6.13)
For the worst samples, the norm of a single row or column vecter of

might be as high ak5|, but for random uniformly drawn samples, we would

expect the norm of row vectors to be rougﬁ?ﬂ' and of column vectors to be

roughly'—i‘. To make this estimate precise we proceed in two steps.

We will first bound the maximum value &f,, uniformly over all index
pairs. When the maximum entry inis bounded, the norm of a row can be
bounded by the number of observations in the row. In the second step we
will bound the number of observations in a row and conclude a bound on the
maximal row (and similarly column) norm.

In deriving these bounds, we assume< n < |S| < nm. We also
assumen > 3 in order to simplify some of the logarithmic factors and con-
stants.

Rs([1]) = =Es [Rs(Ai[1)]

Lemma 28. L
IZ}" (II;%XSM > 9lnn) < E

Proof. Using Bernstein inequality for the binomial distribution (Corollary

39), witht = 21n(nm|S|?), for everys;,:

S| —2 —t 1
Pr{ sia > — +2In(nm|S]) | <exp | ——5 | <exp(—) =
nm t+2L5 27" nmlS|

Taking a union bound over alim entries ins, and boundingn(nm|S|) <
41lnn and% <1 < In(n) we get the desired bound. O

We now bouncEg [max; |s;.|], for samples in whicls;, < B for all s;,:

Es |max|s;.| \Vsm<B} =Eg |max /Zsfa | Vsio < B

=Eg \/maxz Bs;,| < \/BES [maxsl}
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Wheres; is the number of observations in rowViewing the sample asS|
independent and uniform selectionsiabws, we can bounlts [max; s;] <
6(=> 151 4 1n|S]) using Theorem 43.

Combmmg this bound with Lemma 28, we can now meaningfully bound
the Rademacher complexity, for a random sample set where each index pair
is chosen uniformly and independently at random (on eachkinggsignates
some fixed universal constant, but this constant changes from line to line):

RO, [1]) = Eg [Rs(A1[1])]
< Pr (max Sie>91In n) sup Rs(X1[1]) + ES[RS(Xl [1])‘@3}( Sia §9lnn}

a

(lnm) Es [max\si.| + max|s.q| | max s;q < 9lnn}

2 K
NERRE
2 K o e otunP!

< g+ 770 )<2 \/6 Olnn(= +1 |S|))

1 1 n—|—m—|—‘5|lnn
(Inm)4(Inn)2 T

1
vnm
(where in the last inequality we also usgthn > 1n |S])

So far, we bounded the Rademacher complexity of unit-norm rank-one

matrices X [1]. Taking the convex hull of this class (Lemma 11) and scaling
by the desired norm, we have (following Theorem 46):

R(B[M]) = R(MconvX;[1]) = MR(X1[1])
establishing:

Theorem 29. For some universal constaiif, the Rademacher complexity of
matrices of trace norm at mogdt/, over uniform samplings of index pairs is
at most (forn > m):

1 n+m+"2Inn)lnn
M (1nm)4\/( ||Ss|| )

When|S| > nlnn, the last term can be subsumed in the conskant

6.2.3 Bounding with the Max-Norm

Since the max-norm gives us a bound on the trace norm:

1 X, < Vnm|X],.. foreveryX e R™>™

106



we can apply Theorem 23 also to matrices of bounded max-norm, replacing
”X—\/L" with || X ... However, when the max-norm is bounded it is possible
nm X

to more simply obtain slightly better bounds, avoiding the log-terms and with
explicit constants:

Theorem 30. For all target matricesy” € {+1}"*™ and sample sizgd$| >
nlogn, and for a uniformly selected samp#eof |S| entries inY", with prob-
ability at leastl — ¢ over the sample selection, the following holds for all
matricesX € R™*":

L Z losg Xia; Yia) < \S| Z losS Xia; Yia)+

ia€S

[n+m In(1 + |elog || X || ux |) In(4/0)
12 X max

Where loss is Lipschitz continuous with constantFor large enoughn, m,
the constant2 can be reduced thgrv/81n 2 < 4.197, whereky, is Grothendiek’s
constant (see Appendix F).

Moreover, unlike the bound in terms of the trace norm (Theorem 23), the
bound in terms of the max-norm can be generalized to index pairs chosen
under an arbitrary distribution, with the generalization error measured appro-
priately:

Theorem 31. For all target matricest” € {£1}"*™ and sample sizg$| >
nlogn, and for any distributionD over index pairs, for a samplg of |S|
i.i.d. index pairs selected according fo, with probability at least — ¢ over
the sample selection, the following holds for all matricéss R™*":

zaND [lOSunlv }/za |S| Z loquzaa }/za)
ia€S

[n+m In(1 + lelog || X ||, 1) In(4/6)
12L | X hax

Where loss is Lipschitz continuous with constarand the constant can be
improved as in Theorem 30.

This generalization is a consequence of the empirical Rademacher com-
plexity of low max-norm matrices being bounded for any sample set of in-
dexes. As was discussed in Section 6.2.2, this is not the case for low trace
norm matrices, for which the empirical Rademacher complexity might be
high, and only the average Rademacher complexity over uniformly selected
index pairs is low.
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6.2.4 Proof of Theorem 30

To prove Theorems 30 and 31 we bound the empirical Rademacher com-
plexity of low max-norm matrices, again viewing them as functiofs:
[n] x [m] — R from index pairs to entries in the matrix.

As we did for low trace norm matrices, we bound the Rademacher com-
plexity of low max-norm matrices by characterizing the unit ball of the max-
norm (i.e. unit max-norm matrices) as a convex hull. Unlike the trace norm
unit ball, we cannot exactly characterize the max-norm unit ball as a con-
vex hull. However, using Grothendiek’s Inequality (see Appendix F) we can
bound the unit ball as with the convex hull of rank-one sign matrices:

conv Xy C Bhax C 2conv Xy (6.14)

where
Biax = {X| HXH

is the unit max-norm ball and

max — }

Xy = {w'|u e {£1}",v € {£1}"} = {X € {£1}|rank X = 1}

The class of rank-one sign matrices is a finite class of|iz¢ = 27T ~1,
and so its Rademacher complexity can be bounded by (Theorem 47):

Rs(Xs) < \/72("“”?5,'+ log |51 (6.15)

Taking the convex hull of this class and scaling by the desired norm we
have (following Theorem 46):

R(Bmax[ < R 2MCOHVX:t

<2M\/ ”“”'S“Og'*g <12M ”FTS(” (6.16)

where in the last inequality we uge< |S| < nm. This establishes:

Theorem 32. The Rademacher complexity of matrices of trace norm at most
M, for any index-pair distribution, is bounded by:

n-—+m

R(Bumax[M]) < 12M SER

For large enough, m, the constant2 can be reduced thrv8In2 <
4.197, wherek, is Grothendiek’s constant (see Appendix F).
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6.3 On assuming random observations

A major assumption we make throughout the treatment of the matrix com-
pletion problem is that the entries to be observed (indexéy ere selected
randomly, independently of one another (except perhaps avoiding repetitions)
and independently of the targit. This assumption underlies the learning
method suggested, and is made explicit in the generalization error bounds.

However, this assumption is often unrealistic. For example, it would im-
ply a binomial distribution on the number of movies people rate, and on the
number of people who rate a movie. A heavier tailed distribution is probably
more realistic, implying dependencies among the choice of observations.

More importantly, whether a rating is observed or not can be related to
the rating itself. Users are more likely to see, and rate, movies they like. An
extreme example of such dependencies is in collaborative filtering situations
where the preferences are implied by user requests, where all observations
are assumed positive. Even in more subtle situations, significant benefit can
probably be gained by modeling the observation process and its relationship
with the target values.

The bound in terms of the trace norm (Theorem 23) heavily relies on the
uniformity of the sample selection. Since the trace norm is\a@rageover
rows and columns, it is not surprising that it is an effective constraint only
when all rows and column are used uniformly. Indeed, as was discussed in
Section 6.2.2, bounding the trace norm is not effective when only a subset of
rows or columns is used.

Requiring low rank or low max-norm constrains all rows and columns
uniformly. Indeed, the generalization error bounds in terms of these com-
plexity measures apply also when the indexes are not chosen at random, and
even when the observation process is dependent on the ratings themselves
(i.e. on the target matriX’). However, in such cases, the guarantee is on the
expected loss when future entries are sampled under the observed subset. In a
collaborative filtering setting, this is extremely unsatisfying, as it would guar-
antee low error on items the user is likely to want anyway, but not on items
we predict he would like.
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Chapter 7

Summary

In this thesis, we examined several aspects of learning with matrix factoriza-
tions. Learning with matrix factorizations is not a new idea: low-rank and
factor models have been extensively used in statistical analysis of tabulated
data for over a century [63]. Throughout this century of matrix factorization,
new formulations, methods and analysis have been devised, based on the cen-
tral motivating assumption that tabulated data can be modeled by underlying
factors. Continued research on learning with matrix factorizations is fueled
by evolving trends and approaches to statistical analysis and machine learn-
ing, such as the study of exponential families and generalized linear models,
high-dimensional large-margin linear methods, and distribution-free post-hoc
generalization error bounds, as well as by advances in convex optimization
and the constant growth in sheer processing power. This thesis continues this
tradition, and offers several novel contributions to the field:

Study of Weighted Low Rank Approximations We show how the structure
of the optimization function breaks down when weights are introduced,
and suggest novel local search heuristics for finding weighted low-rank
approximations. These include a very simple update inspired by Expec-
tation Maximization and a more complex conjugate gradient method.
We show how weighted low-rank approximations can be used as a pro-
cedure in other low-rank optimization problems, including ones with
convex loss functions or with additive noise modeled as a (possibly
unknown) Gaussian mixture.

Asymptotic Consistency and InconsistencyWe show that asymptotic con-
sistency of maximum likelihood low-rank approximations should not
be taken for granted. For a Gaussian noise model, estimation of the
low-rank subspace is consistent, but we show that for a variety of other
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conditional models, including some that have recently been suggested
and studied (e.g. Exponential PCA and Logistic Low-Rank Approxi-
mation in particular) estimation is not consistent even when the data
follows the modeling assumptions. On the other hand, we show that
simple Frobenius low-rank approximation (using the SVD) is consis-
tent for any additive noise, even when the noise distribution is not Gaus-
sian. For non-additive noise models, we are able to provide an appro-
priate correction to Frobenius low-rank approximation only dabi-
asedconditional models, i.e. only when a low-rank approximation to
themeanparameters is sought. This leaves open the important problem
of consistent estimation of a linear subspace ofrtatiral parameters

(as in Exponential PCA).

Maximum Margin Matrix Factorizations We propose a novel method for
completing entries in a partially observed matrix: instead of approxi-
mating the observed entries with a low-rank factorization, we approxi-
mate the observed entries with a low-norm factorization while main-
taining a large-margin. Unlike low-rank matrix approximation of a
partially observed matrix, which is a non-convex optimization prob-
lem for which no efficient solutions are known, maximum-margin low-
norm matrix factorization is a convex optimization problem that can
be formalized and solved as a semi-definite program. Using generic
optimization methods for sparse semi-definite programs we are able to
find maximum-margin matrix factorizations for problems with up to a
few tens of thousands of observations—far from the size of actual data
sets. The applicability of the methods to large data sets is contingent on
developing specialized optimization techniques which take advantage
of the very simple structure of the dual semi-definite programs.

Post-hoc Generalization Error Bounds We present, for the first time, post-
hoc generalization error bounds, without assumptions on the “true”
preferences, for collaborative filtering viewed as a matrix completion
problem. We present bounds both for low-rank approximation, based
on combinatorial results on the number of sign configurations of low-
rank matrices, and for maximum-margin matrix factorization, based on
bounding the Rademacher complexity of low trace-norm and low sum-
norm (y2-norm) matrices. All of our results assume a random observa-
tion process—an assumption which often does not hold in practice. An
important challenge is to develop generalization error bounds for the
more realistic scenario in which the observation process is dependent
on the value of the entries in the matrix.
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Appendix A

Sign Configurations of
Polynomials

We briefly quote here a discussion from Alon [3] on the number of sign con-
figurations of a set of real polynomials.

Let Py,..., P, be real polynomials i variables, and let” be the com-
plement of the variety defined HY; P;, i.e. the set of points in which all the
m polynomials are non-zero:

V ={z e RIV;P,(z) # 0}

Theorem 33 (Warren [84], Theorem 5.2 [3]). If all m polynomials are of
degree at mosi, then the number of connected componenis &f at most:

(V) < 2(2d)(1;2i <T7> . <4edm>q

q

where the second inequality holds whern> ¢ > 2.

We are interested in the number of sign configurations of the polynomials,
i.e. the cardinality of:

S = {(sign Py (x),sign Py(x),...,signP,,(x)) € {—,0,+}™ | x € RY}

Each connected component Bfmaps to a single sign vector. And so, the
number of connected componentsilobounds the number of sign configura-
tions that do not contains zeros:

[SO{=+1" <e(V)
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To bound the number of sign configurations, including those with zeros,
we will modify the polynomials slightly. Consider a S€tc R? containing
one variable configuration for each sign patteri$in.e. |C| = |S| and such
thatS = {(signP;(x)) € {—,0,+}™ | = C'}. Definee as:
1
= — i P; Al
¢ 2 1gi§m,¥gga(m)¢o| (x)| (A-1)
SinceSs is finite (at mosB™ sign vectors are possible); is also finite, the
minimum is justifies, and > 0. We can now consider th&n polynomials
P (z) = Pi(z) + eand P (z) = P;(z) — e and:

V' = {2z € RV P (z) # 0, P (z) # 0}

Different points inC lie in different connected components Bf, and so
|S| = |C| < |e(V”)| establishing:

Theorem 34 ([3, Proposition 5.5]). The number of sign configurationsaf
polynomials, each of degree at mdsbverg variables, is at most8edm/q)?
(for 2m > q > 2).

If we consider only +/- signs by identifying zero as (arbitrarily) positive,

. . . . >0 .
instead of ignoring zeros, that isgn* p = top= ., itis enough
— otherwise

to take the modified polynomialB;” (z) = P;(x) — ¢, obtaining a bound
of (4dedm/q)?. This is true also if we identify zero as positive or negative
differently for each polynomial:

Theorem 35. Let P, ..., P,, be polynomials oveq variables, each of de-
gree at most/ andy, ...,y € +1. Define the relative sign configuration
for a variables assignment € R? as

(z) = + yPi(x) >0
T - wp@ <o

The number of different relative sign configurations is at mdstim/q)?
(form > g > 2).
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Appendix B

Basic Concentration
Inequalities and Balls in
Bins

We quote here basic concentration inequalities about the sums of random
variables that are used in the Thesis. In Section B.2.1 we use Bernstein’s
inequality to bound the expected number of balls in the fullest bin, when
balls are tossed randomly into bins.

B.1 Chernoff and Heoffding Bounds

Chernoff’s original inequality applies to a binomial distribution, i.e. a sum of
i.i.d. Bernouli random variables:

Theorem 36. Let S Binom(n, p) be a binomial random variable. For any
e >0: )
Pr(S>E[S]+¢) <e 2/

and )
Pr(S <E[S] —€) <e 2€/m

Heoffding relaxed the assumptions that the variables are identically dis-
tributed, and that they are Bernoulli;

Theorem 37 (Heoffding 1963, [26, Theorem 8.1])Let X; be independent
random variables such that < X; < b, with probability one for all;, then
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foranye > 0:

n n
" (Z X >y EX]+ ) < 26/ NI (ma)?
i=1 i=1
and
" (Z Xi < Z E [Xz} - 6) =< 6_262/2?:1(171'—04)2
=1 i=1

Chernoff's and Heoffding’s inequalities apgssimistic They do not de-
pend on the distribution of the summed random variatgsand assume
the worst possible variance. For Bernoulli random variables, this variance is
achieved, and the inequality is tightest, whe(X; = 1) = % However,
when the probability of 'success’ in each trial is very low, iE€[.S] is small,
the inequality is very loose. Bernstein’s and Bennett's inequalities are tighter

when the variance is small.

B.2 The Bernstein Bound and Balls in Bins

Theorem 38 (Bernstein 1946, [26, Theorem 8.2])Let X; be independent
random variables such thaf; < ¢ with probability one for alk, then for any
e >0:

Pr X > E[Xi]+e] <exp <— . )
(; ; ) 237" Var[X;] + Znce

Specialized to the binomial distribution, Bernstein’s bound can be written
as:

Corollary 39.

n 12
Pr ( Bino —+t) < -
r( n‘(n,p)>p—|—>_exp< t+2np)
Note that the(1 — p) term was dropped from the variance, and the factor
% was also dropped, giving a slightly looser version of the bound, specialized
to smallp.

B.2.1 The Expected Number of Balls in the Fullest Bin

Consider an experiment in which balls are independently and uniformly
tossed, each ball to one of bins. Denote by; the number of balls in bin.

We can use Bernstein’s inequality to bound the expected number of balls in
the fullest bin, i.eE [max; s;].
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Lemma 40. For 7 < n < m, if n balls are tossed inta: bins:
E [max sz} <3lnm

Proof. Each s; is Binomially distributed withn trials and success proba-
bility L -» and so using Corollary 39 of Bernstein's bound, and setting
(2In(nm) —1 - ).

3lnm —1— 2)2
Pr(s; >3lnm —1) <exp (— (3Inm m) )

3lnm—1—%+2n%

< exp (_<31nm—2>2)

3lnm
< exp _9(lnm)2—6lnm—|—4
2Ilnm
1
<exp(—3lnm+2) <exp(—2lnm) = 3

Taking the union of these events over all bins, the probability that at least one
bin has more thagInm — 1 balls is at most™s = % Noting that in any
case, the maximum is at mastwe have:

E [maxsi} < Pr (maxs,; >3lnm — 1)n+3lnm— 1

1
<—'nm+3lnm—-1<3lnm
m

]
Lemma 41. For = < m < n:
E [maz;s;] < 6lnn
Proof. We use the same argument, with- 4 In n, getting:
41lnn)?
Pr(si>ﬁ—|—41nn) < exp %
m 4lnn+ 2.
16(1
< exp (66(11111:?) <exp(—2lnn) = 3
And so:
E{maxsi] Pr (maxsl>—+4lnn) +£+41nn
2 m
< %n-i— — +4lnn<6lnn
n
]
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Lemma42. Form < -

n

E [maxsl} < 2—|—4,/£1nn§5E
2 m m m

Proof. Chooset = /11 Inn:
p >n+ /Hn1 < 11> 1Inn
r{s > — — In <exp|—
s m m " P ,/llﬁlnn—l—Q%
< 112 1nn
exp [ — 2
= VEG/A)VInn +2,/2)

1 n n .
Sincelnn < - andvinn < /-

< 11%111” < —2lnn 1
exp | ———2—— e ==
=P\ T Vi +2) 2

n
m

And so:

E {maxsi} <Pr <maxsi > n + 1/11n1nn)n+ n + ,/11£1nn
i ) m m m m
m n n

Combined, these three lemmas cover the entire range of ratios of balls to
bins:

Theorem 43. If n balls are tossed inten bins uniformly and independently
at random, then the expectation of the number of balls in the fullest bin is at
most: n
6 max (1, —,Inn, lnm)
m
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Appendix C

Generalization Error
Bounds in Terms of the
Pseudodimension

We quote here standard results (e.g. [7, Chapters 17-18]) bounding the gen-
eralization error in terms of the pseudodimension (see Definition 4 in Section
6.1.4).

Definition 6. We say a loss function losR x ) — R is monotonéf for all
y, losqx, y) is a monotone (either increasing or decreasing) function.of

Theorem 44. Let F be a class of real-valued functions: X — R with
pseudodimensiod, and loss: R x ) — R be a bounded monotone loss
function, with loss< M. For any joint distribution ovef X, Y"), consider an
i.i.d. sampleS = (X1,Y1),...,(Xn,Ys). Then for any > 0:

Pr (HfEFEX,Y losg f(X),Y)] > iZ;'OSS(f(Xi%Yi) + 6)

326M)d e
e~ 32

€

<de(d+1) (

The bound is a composition of a generalization error bound in terms of
the L; covering number [7, Theorem 17.1] and a bound onitheovering
number in terms of the pseudodimension [37], as well as the observation that
composition with a monotone function does not increase the pseudodimen-
sion [7, Theorem 12.3],[36].
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Appendix D

Bounding the Generalization
Error Using Rademacher
Complexity

The Rademacher complexity is a scale-sensitive measure of complexity for a
class of real valued function.

Definition 7. The empirical Rademacher complexity of a class of function
F : X — Rover a specific samplé = (1, z5,...) € X5 is given by:

Zaif(xi) ]

where the expectation is over the i.i.d. random signswith Pr(o; = +1) =
Pr(o; =-1) = 1.
The Rademacher complexityBfwith respect to a distributio over X

is the expectation of the empirical Rademacher complexity:

7@5(}") = iEU sup
IS| 7 | rer

RE(F) = Esvpn [Rs(F)]

where the expectation is over and i.i.d. sampleSfpoints chosen according
to D.

The distribution-free Rademacher complexity/ofis the supremum of
over all samples ofS| points:

ROP(F) = sup Rs(F)
Sexn

and is an upper bound of the Rademacher complexity over any distribution.
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The Rademacher complexity can be used to bound the generalization er-
ror:

Theorem 45 ([61, Theorem 2]).For any class of functionF : X — R
and any joint distributionD of (X,Y’) over X x {£1}, for a sample of a
D-i.i.d. sample( X, Y;) of size of sizex, with probability at leastt — ¢ with
respect to choosing the sample, all functighs F satisfy:

In(2/6)
(X71;§ND(Yf Z loss'(f Y;) + RD (F) + 2|S/|
(D.1)

Furthermore, with probability at least — § with respect to choosing the
sample, all functiory € F satisfy:

Pr (Y(X)<0)<

(X,Y)~D
. In(1 + |log~|) In 4
f loss'( D )
#20( Zoss Y;) + R (F) + - +\ 218
(D.2)

The presentation here differs from the original presentation [61]:

e Only the form (D.2) was presented in [61]. The form (D.1) is an inter-
mediate result, and is the presentation in, e.g. [11].

e The presentation here is specialized to the zero-one margin lo§s loss
as a bound on the truncated hinge loss. The original presentation ap-
plies to any Lipschitz-bounded bound on the zero-one sign loss.

e The original presentation takes an infimum ogex. v < 1. Here, a
slightly modified form is presented, where the bound is overlaayy.
This form can be easily derived from Theorem 1 in [61] by taking a
union bound over the two cases< 1 andy > 1. As a result, the
failure probability doubles (expressed in the bound l%/iastead of%
inside the logarithm of the last term). The expression of the third term
also has to change to accommodate 1, andin(1 +|log~|) replaces
Inlog % in the original presentation.

Some properties of the Rademacher complexity (e.g. from [11, Theorem
12)):

Theorem 46. For any classes of functions:
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1. If F C HthenRo,(F) < Ry(H).
2. Rn(F) = Ro(convF).

3. Forc € R, R (cF) = |¢|Ru(F).
4. Ra(3F) <32 Ru(XoF)

Rademacher Complexity of a Finite Class of Sign Functions

Theorem 47. LetF be afinite class of sign functions functiokis— {—1,+1},
then its empirical Rademacher complexity, and so also its distribution free
Rademacher complexity, is bounded by:

. 21 1
Rsm<¢7 0g | 7| +log |S|

5]
The constant can be reduced4in 2 < 2.773 for large enoughF|.

Proof. Forany f € F, >, f(x;)o; are all identically distributed (whea
are random), and it is enough to analyaen;o;. Using Chernoff’s bound
(Theorem 36), for anw > 0:

o |S| —a?/8
<S| Z o > |S|> =Pr <B|nom(|S 3 =5 S|

(D.3)
And so for anyf € F we have:

<S|Zf

Taking a union bound over afl € F:

v (51 S

Noting that‘% >, fl@i)o

5]

) < 2e~0"/8 (D.4)

(6% 2
— | <2|F|e/8 (D.5)
|S|) 7!

< 2, and settingy = /8In(4|F]) + 41n|S]|
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we can now bound:

feF
<2 4 4Ne /8
5]
~ /8In(4|F|) +4In[S] + 1
= 7
21 1
< [72losl 7| +log|S] (D.6)
5]
for | F|,|S| > 2. O
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Appendix E

The Expected Spectral
Norm of A Random Matrix

Many results are known about the asymptotic distribution of the spectral
norm of a random matrix, where the entries in the matrix are i.i.d. Gaussians.
Seginer [68] provides a bound on the expectation for finite size matrices, for
matrices with i.i.d., but not necessarily Gaussian entries, and for matrices
with independent sign-flips, but not necessarily identical magnitudes.

Theorem 48 ([68, Corollary 2.2]). There exists a constaiif such that, for
anym,m, anyh < 2Inmax(m,n) and anym x n random matrixA = (a;;),
whereq;; are i.i.d. zero mean random variables, the following inequality
holds:

max{E {mlax|al-.\h},E {mj&_}x|a.j|h] } <E {||A||g} <

K" <E {max|ai.|h} +E {max|a7|h}>
i J
wherea;. is a row ofA anda.; is a column ofA.

Theorem 49 ([68, Theorem 3.1]).There exists a constait such that, for
anyn,m, anyh < 2Ilnmax(m,n), and anym x n deterministic matrix
A = (a;;), the following inequality holds:

h
E. [||e ® A||g} < (Kln1/4 min(m,n)) <max la;.|" + max |a.j|h>
? J
wheree is an i.i.d. sign matrix withPr (¢;; = 1) = Pr (¢;; = —1) = 3, the

operation® denotes an element-wise product, andand a.; are row and
column vectors ofl.
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Appendix F

Grothendiek’s Inequality

We quote here Grothendiek’s inequality, and a corollary of the inequality that
we use in the Thesis.

Theorem 50 ([85]). For any A € R™*™:

MAT X =y’ |u|_=|v|, =14 ® X > kR o Ae X

max —

wherekg is Grothendiek’s constant, and:
1.67 < kr < 1.79

Let
Biax = {X| ”XH

denote the unit ball of the max-norm,

<1}

max —

Xint = {uv'| Jul o = |v] =1}
denote rank-one matrices with unit-bounded entries and
Xy = {w'|u e {£1}",v e {£1}"} = {X € {£1}|rank X = 1}
denote rank-one sign matrices.

Corollary 51.

convXy = convXins C Brax C 2 conv X4
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