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Unsupervised speech processing

• Speech recognition applications are becoming wide-spread

• Google Voice Search already supports more than 50 languages:
English, Spanish, German, . . . , Afrikaans, Zulu

• But there are roughly 7000 languages spoken in the world!

• Audio data are becoming available, even for languages spoken by
only a few speakers, but generally unlabelled

• Goal: Unsupervised learning of linguistic structure directly from raw
speech audio, in order to develop zero-resource speech technology
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Motivation for unsupervised speech processing

Criticism:

• Always some labelled data to start with (e.g. related language)

• Small set of labelled data: semi-supervised problem

Reasons for focusing on purely unsupervised case:

• Modelling infant language acquisition [Räsänen, 2012]

• Language acquisition in robotics [Renkens and Van hamme, 2015]

• Practical use of zero-resource technology: Allow linguists to analyze
and investigate unwritten languages [Besacier et al., 2014]

• New insights and models for speech processing: E.g. unsupervised
methods can improve supervised systems [Jansen et al., 2012]
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Unsupervised segmentation and clustering

Full-coverage segmentation:
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Segmental modelling for full-coverage segmentation

Previous models use explicit subword discovery
directly on speech features, e.g. [Lee et al., 2015]:

Our approach uses whole-word segmental
representations, i.e. acoustic word embeddings
[Kamper et al., IS’15; Kamper et al., TASLP’16]
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Acoustic word embeddings

xi ∈ Rd in d-dimensional space

fe(Y1)

fe(Y2)

Y2

Y1

Dynamic programming alignment has quadratic complexity, while
embedding comparison is linear time. Can use standard clustering.
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An unsupervised segmental Bayesian model
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Applied to a small-vocabulary task
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Applied to a large-vocabulary task
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SyllableSegOsc+: [Räsänen et al., 2015]
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Acoustic word embeddings

Useful for more than just unsupervised modelling

• Segmental conditional random field ASR
[Maas et al., 2012]: Word-level Vector Regression

Andrew, f1=0 ran, f1=1 

Figure 2. Example word lattice for an utterance. The lat-
tice compactly represents possible segmentations of the ut-
terance along with their transcriptions. We predict a word
vector φ̂ for each segment (edge) and compute the distance
from to the actual word vector φ(w) for the segment. A bi-
nary feature f1 is then produced to indicate which edge in
an overlapping time span has minimum distance.

SCARF is trained on the lattices using a single feature
– a unigram language model. We chose the simple
language model and absence of other features to fo-
cus solely on the contribution of our novel word-level
acoustic model to system performance. Word error
rate (WER) is then evaluated on the RT-03 dataset
using the Sclite tool. The resulting WER is 20.1%
which is, as anticipated, high relative to the 15.6%
performance achieved when using the 1-best decoding
from Attila as a feature for SCARF.

4.2. Minimum Distance Feature

Our model predicts a word vector φ̂q for an acous-
tic segment q using only the acoustic information
v(q). When using SCARF, we also have a word la-
bel w(q). We then compute the Euclidean distance

d = ||φ̂q − φw(q)|| between the predicted word vector
and the word vector corresponding to the word seg-
ment label.

After computing distances for all segments in the lat-
tice, we convert them to a binary feature. At a par-
ticular point in time there is some confusion set C of
possible segments that overlap at that time point. In
figure 2 the segments ‘And’ and ‘Andrew’ form a con-
fusion set, and the segments ‘you’ and ‘Andrew’ form
a separate confusion set. Our final feature function is
given by,

f1(w(q), v(q)) =

{
1 minq∈C ||φ̂q − φw(q)||
0 otherwise

. (10)

So any segment that is the minimum distance predic-
tion for a confusion set in the lattice will have feature
f1 active. Figure 2 shows a valid setting of f1 based
on the confusion sets present in the lattice.

4.3. Results

We train SCARF using our minimum distance feature,
as well as the same unigram language model feature

Model Word Error Rate (%)

SCARF baseline 20.1
SCARF w/ Min Dist 19.8

Attila HMM 15.6

Table 3. Speech Recognition Performance. Adding our
minimum distance feature improves upon the baseline sys-
tem, but does not outperform using output of the highly
engineered Attila recognizer is as a feature.

described in section 4.1. Table 3 shows the resulting
WER for our model and the baseline, as well as the
performance possible in SCARF when including the
1-best hypothesis from the Attila system as a feature.

Our model achieves a 1.5% relative improvement over
the baseline system – a reasonable gain for this chal-
lenging LVCSR task. Such a relative improvement is
on the order of what is attained by adding yet another
training step or feature modification to HMM systems
like Attila, but our approach does not rely on domain-
specific knowledge. This demonstrates that using con-
volutional networks to reason over entire words can
benefit complete speech recognition systems.

5. Conclusion

We introduced a convolutional network architecture
that projects the acoustics of an entire word to a
word vector space. This general framework enables
the model to handle large vocabularies via regression
in place of parametric classification. We demonstrated
the architecture’s ability to accurately classify words
in a 10,000-way problem. Further, when integrated
into a large vocabulary speech recognizer, our model
provides improvement over a baseline system. This
demonstrates the potential for word-level deep learn-
ing approaches in the speech domain. Finally, the
convolutional vector regression framework has many
architecture parameters, and there are several types
of word vector space we can choose. This offers many
opportunities for future work in learning deep archi-
tectures to project word utterances into word vector
spaces. Such models have application not only for
speech recognition, but also dialog systems like voice
search, and exploring vector spaces to capture both
acoustic and semantic similarity.

Acknowledgments
The authors would like to thank the anonymous re-
viewers for helpful comments. AM was supported as
an NSF IGERT Traineeship Recipient under Award
0801700. SM is supported by the Hertz Foundation
Google Fellowship and the Stanford Graduate Fellow-
ship.

• Whole-word lattice rescoring [Bengio and Heigold, 2014]

• Query-by-example search, e.g. [Chen et al., 2015] for
“Okay Google”:
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that projects the acoustics of an entire word to a
word vector space. This general framework enables
the model to handle large vocabularies via regression
in place of parametric classification. We demonstrated
the architecture’s ability to accurately classify words
in a 10,000-way problem. Further, when integrated
into a large vocabulary speech recognizer, our model
provides improvement over a baseline system. This
demonstrates the potential for word-level deep learn-
ing approaches in the speech domain. Finally, the
convolutional vector regression framework has many
architecture parameters, and there are several types
of word vector space we can choose. This offers many
opportunities for future work in learning deep archi-
tectures to project word utterances into word vector
spaces. Such models have application not only for
speech recognition, but also dialog systems like voice
search, and exploring vector spaces to capture both
acoustic and semantic similarity.
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• Whole-word lattice rescoring [Bengio and Heigold, 2014]

• Query-by-example search, e.g. [Chen et al., 2015] for
“Okay Google”:
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Word similarity Siamese CNN

Weak supervision we sometimes have [Thiollière et al., 2015] are known
word pairs: Strain = {(m, n) : (Ym, Yn) are of the same type}

Use idea of Siamese networks [Bromley et al., 1993]

Y1

x1 = fe(Y1)

Y2

x2 = fe(Y2)

Y1

x1 = fe(Y1)

Y2

x2 = fe(Y2)

distancel(x1,x2)
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Triplet margin-based loss

same

different

Margin-based triplet hinge loss [Mikolov, 2013]:

ltriplets = max {0, m + dcos(x1, x2)− dcos(x1, x3)}

where dcos(x1, x2) = 1−cos(x1,x2)
2 is the cosine distance between x1 and

x2, and m is a margin parameter. Pair (x1, x2) is same, (x1, x3) is
different.

13 / 17



Evaluation of acoustic word embeddings

Downsampling

Reference vector

Word
classifi

er CNN

Siamese
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But Siamese CNN still uses weak supervision. Still work to be done for
unsupervised case, e.g. [Chung et al., IS’16].
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Looking forward

• Much to be done in zero-resource speech processing

• Core issues: evaluation; what do we want to discover?

• Do these models allow us to model language acquisition in human
infants?

• Can these models be used for language
acquisition in robotic applications?

• Extensions to multiple modalities
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Take-aways

• Unsupervised, or zero-resource, speech processing is an important
and cool problem

• Segmental acoustic word embeddings is a sensible way to approach
unsupervised segmentation and clustering, and is cool in general

• Interesting to look at speech problems from a different perspective:
allows you to play around with cool models, and get new insights

16 / 17



Poster: Better features using the correspondence autoencoder

Two problems in zero-resource speech processing:

1. Unsupervised segmentation and clustering

2. Unsupervised frame-level representation learning:

fa(·)

Cool model
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Code: https://github.com/kamperh

https://github.com/kamperh
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