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Roadmap	  
•  words,	  morphology,	  lexical	  semanDcs	  
•  text	  classificaDon	  
•  simple	  neural	  methods	  for	  NLP	  
•  language	  modeling	  and	  word	  embeddings	  
•  recurrent/recursive/convoluDonal	  networks	  in	  NLP	  
•  sequence	  labeling,	  HMMs,	  dynamic	  programming	  
•  syntax	  and	  syntacDc	  parsing	  
•  machine	  translaDon	  
•  semanDcs	  
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People	  rely	  on	  machine	  translaDon!	  



People	  rely	  on	  machine	  translaDon!	  



Approaches	  to	  Machine	  TranslaDon:	  
The	  Vauquois	  Triangle	  



Interlingua	  Example	  



Our	  ClassificaDon	  Framework	  for	  Machine	  TranslaDon	  

•  modern	  MT	  systems	  are	  data-‐driven	  
•  first	  we	  need	  data!	  

learning:	  choose	  	  _	  

modeling:	  define	  	  score	  funcDon	  inference:	  solve	  	  	  	  	  	  	  	  	  	  	  	  	  	  _	  	  

7	  

<latexit sha1_base64="PiixDyocpEc3kQB3/+Cnny8rv6I="></latexit>

<latexit sha1_base64="yOyhPxgJO29qnZ47rBaW9rSuq+8="></latexit>



Data?	  



Data?	  



Data?	  



Also:	  	  
•  news	  arDcles	  
•  company	  websites	  
•  laws	  &	  patents	  
•  subDtles	  

Data?	  



Parallel	  Data	  

•  parallel	  data:	  bilingual	  data	  that	  is	  naturally	  
aligned	  at	  some	  level	  

•  usually	  aligned	  at	  the	  document	  level	  
•  sentence-‐level	  alignments	  are	  generated	  
automaDcally	  
– how	  might	  you	  design	  an	  algorithm	  for	  this?	  
–  it	  can	  be	  done	  well	  without	  dicDonaries!	  
– can	  throw	  out	  sentences	  that	  don’t	  align	  with	  
anything	  



Learning	  from	  Parallel	  Sentences	  

1.  	  Ofi	  'at	  kowi	  'ã	  lhiyohli	  	  
2.  	  Kowi	  'at	  ofi	  'ã	  lhiyohli	  	  
3.  	  Ofi	  'at	  shoha	  

1.  	  The	  dog	  chases	  the	  cat	  
2.  	  The	  cat	  chases	  the	  dog	  
3.  	  The	  dog	  sDnks	  

English	  Chickasaw	  



Learning	  from	  Parallel	  Sentences	  

1.  	  Ofi	  'at	  kowi	  'ã	  lhiyohli	  	  
2.  	  Kowi	  'at	  ofi	  'ã	  lhiyohli	  	  
3.  	  Ofi	  'at	  shoha	  

1.  	  The	  dog	  chases	  the	  cat	  
2.  	  The	  cat	  chases	  the	  dog	  
3.  	  The	  dog	  sDnks	  

Chickasaw	   English	  



Machine	  TranslaDon	  EvaluaDon	  

•  human	  judgments	  are	  ideal,	  but	  expensive	  
–  what	  other	  problems	  are	  there	  with	  human	  judgments?	  

•  we	  need	  automaDc	  evaluaDon	  metrics	  
–  BLEU	  (BiLingual	  EvaluaDon	  Understudy),	  Papineni	  et	  al.	  (2002)	  

•  compare	  n-‐gram	  overlap	  between	  system	  output	  and	  human-‐produced	  
translaDon	  

•  correlates	  with	  human	  judgments	  surprisingly	  well,	  but	  only	  at	  the	  
document	  level	  (not	  sentence	  level!)	  

–  other	  metrics	  do	  sog	  matching	  based	  on	  stemming	  and	  
synonyms	  from	  WordNet	  

–  this	  is	  not	  a	  solved	  problem!	  



Sta3s3cal	  Machine	  TranslaDon	  

One	  naturally	  wonders	  if	  the	  problem	  of	  
transla5on	  could	  conceivably	  be	  treated	  as	  
a	  problem	  in	  cryptography.	  	  
	  
When	  I	  look	  at	  an	  ar5cle	  in	  Arabic,	  I	  say:	  
“This	  is	  really	  wriAen	  in	  English,	  but	  it	  has	  
been	  coded	  in	  some	  strange	  symbols.	  I	  will	  
now	  proceed	  to	  decode.”	  
	  

Warren	  Weaver,	  1947	  



Brown	  et	  al.	  (1990)	  



Noisy	  Channel	  Model	  

from	  Noah	  Smith	  



Noisy	  Channel	  Model	  for	  TranslaDng	  French	  (x)	  to	  English	  (y)	  

from	  Noah	  Smith	  

<latexit sha1_base64="pW8oJi3UJeGpi9vJLgBxUpPo7lY="></latexit>

<latexit sha1_base64="piM2buniWJ2/WyvVvVKiKBWeOVg="></latexit>

<latexit sha1_base64="hzphB84eoHHsI2OxgA9qNsQx7TU="></latexit>

<latexit sha1_base64="Wu5PKQ/F1OIBhPDr2SFC7Aj8t44="></latexit>

<latexit sha1_base64="3ahRn4uFN5n9i409tVza2ImD2fQ="></latexit>



Modeling	  for	  the	  Noisy	  Channel	  

•  we	  need	  to	  model	  two	  probability	  distribuDons:	  
–  	  	  	  	  	  	  	  	  	  	  should	  favor	  fluent	  translaDons	  
–  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  should	  favor	  accurate/faithful	  translaDons	  

<latexit sha1_base64="pW8oJi3UJeGpi9vJLgBxUpPo7lY="></latexit>

<latexit sha1_base64="piM2buniWJ2/WyvVvVKiKBWeOVg="></latexit>



Modeling	  for	  the	  Noisy	  Channel	  

•  we	  need	  to	  model	  two	  probability	  distribuDons:	  
–  	  	  	  	  	  	  	  	  	  	  should	  favor	  fluent	  translaDons	  
–  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  should	  favor	  accurate/faithful	  translaDons	  

•  let’s	  start	  with	  
–  how	  do	  we	  compute	  the	  probability	  of	  an	  English	  sentence?	  
–  language	  modeling	  is	  an	  important	  part	  of	  MT	  

<latexit sha1_base64="pW8oJi3UJeGpi9vJLgBxUpPo7lY="></latexit>

<latexit sha1_base64="pW8oJi3UJeGpi9vJLgBxUpPo7lY="></latexit>

<latexit sha1_base64="piM2buniWJ2/WyvVvVKiKBWeOVg="></latexit>



Word	  Alignments	  



Word	  Alignments	  

• 	  	  	  	  	  	  	  is	  a	  “hidden”	  variable	  (not	  part	  of	  training	  data)	  
• 	  for	  each	  French	  word,	  it	  holds	  the	  index	  of	  the	  aligned	  	  
	  	  	  English	  word	  (or	  NULL)	  

<latexit sha1_base64="blUefl1p1bJLcNH7YRA8swM492g="></latexit>



•  remember:	  our	  goal	  was	  to	  model	  	  
•  why	  would	  we	  introduce	  a	  hidden	  variable?	  
–  to	  make	  it	  “easier”	  to	  define	  the	  model	  
– we	  ogen	  want	  to	  share	  informaDon	  across	  instances	  in	  
our	  data	  
•  latent	  variables	  are	  a	  natural	  way	  to	  capture	  this	  
•  think	  of	  clustering	  (some	  points	  come	  from	  the	  same	  cluster)	  

<latexit sha1_base64="piM2buniWJ2/WyvVvVKiKBWeOVg="></latexit>



Alignments	  as	  Hidden	  Variables	  

•  for	  simplicity,	  assume	  that	  each	  French	  word	  aligns	  
to	  1	  English	  word	  (or	  to	  NULL)	  

•  analogy	  to	  clustering:	  
–  each	  data	  point	  has	  1	  vote	  which	  it	  can	  distribute	  among	  
all	  the	  clusters	  

–  here,	  each	  French	  word	  has	  1	  vote	  which	  it	  can	  distribute	  
among	  all	  the	  English	  words	  or	  NULL	  

	  	  



Modeling	  Alignments:	  IBM	  Model	  1	  

<latexit sha1_base64="3mh77xZfivnopHshAP7ccXkO3lk="></latexit>



Modeling	  Alignments:	  IBM	  Model	  1	  

• 	  How	  do	  we	  obtain	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  ?	  
<latexit sha1_base64="piM2buniWJ2/WyvVvVKiKBWeOVg="></latexit>

<latexit sha1_base64="3mh77xZfivnopHshAP7ccXkO3lk="></latexit>



Modeling	  Alignments:	  IBM	  Model	  1	  

• 	  How	  do	  we	  obtain	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  ?	  
<latexit sha1_base64="piM2buniWJ2/WyvVvVKiKBWeOVg="></latexit>

<latexit sha1_base64="3mh77xZfivnopHshAP7ccXkO3lk="></latexit>

<latexit sha1_base64="BHAyr6Svcml3CkR8DVZilHdxeuc="></latexit>

• 	  Sum	  over	  all	  alignments:	  



Modeling	  Alignments:	  IBM	  Model	  1	  

<latexit sha1_base64="3mh77xZfivnopHshAP7ccXkO3lk="></latexit>

Parameters	  in	  the	  model,	  
learned	  using	  expectaDon	  maximizaDon	  



Aside:	  are	  alignments	  always	  hidden?	  

•  certain	  small	  parallel	  corpora	  have	  been	  hand-‐aligned	  
•  issues	  with	  this?	  
–  annotators	  don’t	  agree	  
–  we	  have	  lots	  of	  parallel	  text,	  very	  liole	  is	  hand-‐aligned	  
–  for	  some	  language	  pairs,	  we	  will	  never	  have	  manual	  
alignments	  

•  word	  alignment	  has	  become	  a	  fundamental	  part	  of	  MT,	  and	  
we	  need	  unsupervised	  learning	  to	  solve	  it!	  



IBM	  Model	  1	  Example	  
•  Consider	  a	  training	  set	  of	  two	  sentence	  pairs:	  

green	   the	  house	   house	  

casa	  verde	  casa	   la	  

IniDal	  Parameter	  EsDmates:	  

=	  probability	  of	  translaDng	  e	  into	  f	  

Ager	  1	  iteraDon	  of	  EM:	  



Brown	  et	  al.	  (1993)	  



IBM	  Model	  2	  

IBM	  Model	  1	  

<latexit sha1_base64="X3H0TktiM9wuIVtqIHDaQnox19E="></latexit>

<latexit sha1_base64="d8L2IJPXF3ADLE7ZeuwM5iYeiIc="></latexit>



IBM	  Model	  3	  



Moving	  to	  Phrases	  

Auf	   Frage	  diese	   bekommen	  ich	  habe	   leider	   Antwort	  keine	  

I	   did	   not	   unfortunately	   receive	   an	   answer	   to	   this	   quesDon	  

NULL	  



Moving	  to	  Phrases	  

Auf	   Frage	  diese	   bekommen	  ich	  habe	   leider	   Antwort	  keine	  

I	   did	   not	   unfortunately	   receive	   an	   answer	   to	   this	   quesDon	  

Not	  necessarily	  syntacDc	  phrases	  



“Phrase-‐Based”	  TranslaDon	  
•  Relies	  on	  a	  phrase	  table	  

–  massive	  bilingual	  phrase	  dicDonary,	  with	  probabiliDes	  

•  To	  build:	  
–  Find	  the	  best	  word	  alignment	  for	  each	  sentence	  pair	  
–  Extract	  all	  phrase	  pairs	  consistent	  with	  the	  word	  alignment	  
–  Compute	  probabiliDes	  using	  relaDve	  frequency	  esDmaDon	  



Phrase-‐Based	  TranslaDon	  

Auf	   Frage	  diese	   bekommen	  ich	  habe	   leider	   Antwort	  keine	  

I	   did	   not	   unfortunately	   receive	   an	   answer	   to	   this	   quesDon	  

•  Relies	  on	  a	  phrase	  table	  
–  massive	  bilingual	  phrase	  dicDonary,	  with	  probabiliDes	  

•  To	  build:	  
–  Find	  the	  best	  word	  alignment	  for	  each	  sentence	  pair	  
–  Extract	  all	  phrase	  pairs	  consistent	  with	  the	  word	  alignment	  
–  Compute	  probabiliDes	  using	  MLE	  



Phrase-‐Based	  TranslaDon	  

I	   did	   not	   unfortunately	   receive	  

•  Relies	  on	  a	  phrase	  table	  
–  massive	  bilingual	  phrase	  dicDonary,	  with	  probabiliDes	  

•  To	  build:	  
–  Find	  the	  best	  word	  alignment	  for	  each	  sentence	  pair	  
–  Extract	  all	  phrase	  pairs	  consistent	  with	  the	  word	  alignment	  
–  Compute	  probabiliDes	  using	  relaDve	  frequency	  esDmaDon	  

Auf	   Frage	  diese	   bekommen	  ich	  habe	   leider	   keine	  

to	   this	   quesDon	  an	   answer	  

Antwort	  

Auf	  diese	  Frage	   	   	   	   	   	   	   	   	   	   	  to	  this	  quesDon	   	   	   	   	   	   	   	   	   	  1.0	  
	  



Phrase-‐Based	  TranslaDon	  

I	   did	   not	   unfortunately	   receive	  

•  Relies	  on	  a	  phrase	  table	  
–  massive	  bilingual	  phrase	  dicDonary,	  with	  probabiliDes	  

•  To	  build:	  
–  Find	  the	  best	  word	  alignment	  for	  each	  sentence	  pair	  
–  Extract	  all	  phrase	  pairs	  consistent	  with	  the	  word	  alignment	  
–  Compute	  probabiliDes	  using	  relaDve	  frequency	  esDmaDon	  

Auf	   Frage	  diese	   bekommen	  ich	  habe	   leider	   keine	  

to	   this	   quesDon	  an	   answer	  

Antwort	  

Auf	  diese	  Frage	   	   	   	   	   	   	   	   	   	   	  to	  this	  quesDon	   	   	   	   	   	   	   	   	   	  1.0	  
Antwort	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	  an	  answer	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	  1.0	  
Antwort	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	  answer	  	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	   	  1.0	  

…	  



Phrase-‐Based	  TranslaDon	  
•  Relies	  on	  a	  phrase	  table	  

–  massive	  bilingual	  phrase	  dicDonary,	  with	  probabiliDes	  

•  To	  build:	  
–  Find	  the	  best	  word	  alignment	  for	  each	  sentence	  pair	  
–  Extract	  all	  phrase	  pairs	  consistent	  with	  the	  word	  alignment	  
–  Compute	  probabiliDes	  using	  MLE:	  

German English Count 
Auf diese Frage to this question 1.0 
Antwort an answer 1.0 
Antwort answer 1.0 
… 

German English P( e | f ) 
Auf diese Frage to this question 1.0 
Antwort an answer 0.5 
Antwort answer 0.5 
… 



Koehn	  et	  al.	  (2003)	  



Adding	  Syntax:	  Synchronous	  Context-‐Free	  Grammars	  

CFG	   SCFG	  

NN 



CFG	   SCFG	  

NN 



ClassificaDon	  Framework	  for	  Machine	  TranslaDon	  

•  we	  have	  a	  latent	  variable,	  so	  this	  becomes:	  

•  we	  maximize	  over	  the	  latent	  variable	  and	  the	  output!	  
•  h	  could	  be	  word	  alignments,	  phrase	  segmentaDons/	  
alignments,	  synchronous	  CFG	  derivaDons,	  etc.	  

inference:	  solve	  	  	  	  	  	  	  	  	  	  	  	  	  	  _	  	  

<latexit sha1_base64="lWLWhvMTAnFhxzGCELTxCTP+FuU="></latexit>

<latexit sha1_base64="WWq3iA3xPYxt2M8leYq2pfpDK4U="></latexit>



•  For	  phrase-‐based	  translaDon,	  search	  over:	  
– SegmentaDons	  into	  phrases	  
– TranslaDons	  for	  each	  phrase	  
– Orderings	  of	  the	  translated	  phrases	  

zimbabwe african national congresssanctions againstopposition to

ANC opposition sanction Zimbabwe

非国大 反对 制裁 津巴布韦

african national congress opposes sanctions against zimbabweReference:



•  For	  phrase-‐based	  translaDon,	  search	  over:	  
– SegmentaDons	  into	  phrases	  
– TranslaDons	  for	  each	  phrase	  
– Orderings	  of	  the	  translated	  phrases	  

zimbabwe african national congresssanctions againstopposition to

ANC opposition sanction Zimbabwe

非国大 反对 制裁 津巴布韦

african national congress opposes sanctions against zimbabweReference:

This	  search	  problem	  is	  NP-‐hard	  (Knight,	  1999)	  
	  

Approximate	  beam	  search	  is	  used	  in	  prac3ce	  



African
National
Congress opposition sanction Zimbabwe

非国大 反对 制裁 津巴布韦

African National Congress opposes
sanctions against Zimbabwe

Reference translation:

Koehn et al. (2003) 

Phrase-Based Machine Translation 



African
National
Congress opposition sanction Zimbabwe

非国大 反对 制裁 津巴布韦

African National Congress opposes
sanctions against Zimbabwe

Reference translation:

 1 非国大 / African National Congress
 2 反对 /  opposition to
 3 反对 /  is opposed to
 4 制裁 /  sanctions
 5 制裁 津巴布韦 /

sanctions against Zimbabwe
...

Phrase TableKoehn et al. (2003) 

Phrase-Based Machine Translation 



African
National
Congress opposition sanction Zimbabwe

非国大 反对 制裁 津巴布韦

African National Congress opposes
sanctions against Zimbabwe

Reference translation:

 1 非国大 / African National Congress
 2 反对 /  opposition to
 3 反对 /  is opposed to
 4 制裁 /  sanctions
 5 制裁 津巴布韦 /

sanctions against Zimbabwe
...

Phrase Table

opposition to

African National Congress

2

1

Koehn et al. (2003) 

Phrase-Based Machine Translation 



African
National
Congress opposition sanction Zimbabwe

非国大 反对 制裁 津巴布韦

African National Congress opposes
sanctions against Zimbabwe

Reference translation:

 1 非国大 / African National Congress
 2 反对 /  opposition to
 3 反对 /  is opposed to
 4 制裁 /  sanctions
 5 制裁 津巴布韦 /

sanctions against Zimbabwe
...

Phrase Table

opposition to
opposition to sanctions

against Zimbabwe

African National Congress

African National Congress
is opposed to

2 5

3

1

Koehn et al. (2003) 

Phrase-Based Machine Translation 



African
National
Congress opposition sanction Zimbabwe

非国大 反对 制裁 津巴布韦

African National Congress opposes
sanctions against Zimbabwe

Reference translation:

 1 非国大 / African National Congress
 2 反对 /  opposition to
 3 反对 /  is opposed to
 4 制裁 /  sanctions
 5 制裁 津巴布韦 /

sanctions against Zimbabwe
...

Phrase Table

opposition to sanctions
against Zimbabwe

African National Congress

1
opposition to

opposition to sanctions
against Zimbabwe

African National Congress

African National Congress
is opposed to

2 5

3

1

Koehn et al. (2003) 

Phrase-Based Machine Translation 



zimbabwe african national congresssanctions againstopposition to

zimbabwe african national congresssanctions onopposition to

zimbabwe african national congress sanctionsopposition to

zimbabweafrican national congress sanctions againstopposition to

zimbabweafrican national congress sanctions againstoppose

1	  

2	  

3	  

4	  

5	  

other	  useful	  inference	  tasks:	  	  
•  find	  k-‐best	  translaDons	  

-‐11.8	  

-‐12.1	  

-‐12.4	  

-‐12.9	  

-‐13.5	  

Rank	   Score	  



typical	  lasces	  contain	  up	  to	  1080	  paths!	  	  
(but	  not	  all	  are	  unique	  translaDons)	  

zimbabwe

zimbabwe

zimbabwe

african national congress

african national congress

african national congress

african national assembly
african
national
congress

sanctions against

sanctions on

sanctions against

sanctions

sanctions against

opposition to

opposition to

opposition tozimbabwe

is opposed to

other	  useful	  inference	  tasks:	  	  
•  find	  phrase	  laNce	  of	  translaDons	  



Neural	  Networks	  and	  Machine	  TranslaDon	  

•  current	  trend	  in	  MT	  research	  is	  to	  use	  neural	  
networks	  for	  everything	  

•  “neural	  MT”	  typically	  refers	  to	  approaches	  
that	  only	  use	  neural	  networks	  

•  but	  most	  MT	  systems	  combine	  tradiDonal	  
phrase-‐based	  models	  with	  features	  based	  on	  
neural	  networks	  



ACL	  2014	  (best	  paper	  award)	  



ACL	  2014	  



ACL	  2014	  



Neural	  MT	  



EMNLP	  2013	  



EMNLP	  2013	  



EMNLP	  2014	  



EMNLP	  2014	  



NIPS	  2014	  



NIPS	  2014	  



NIPS	  2014	  



ICLR	  2015	  



ICLR	  2015	  



ICLR	  2015	  
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Google’s	  NMT	  System	  
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Google’s	  NMT	  System	  
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Google’s	  NMT	  System	  
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they	  use	  a	  procedure	  that	  determinis3cally	  segments	  any	  
character	  sequence	  into	  wordpieces	  
	  
vocab:	  8k-‐32k	  wordpieces	  
	  
they	  first	  learn	  a	  “wordpiece	  model”	  



Google’s	  NMT	  System	  
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